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Abstract

Mobile distributed computation is an active research area, with many calculi and
novel languages under development to model and implement large mobile dis-
tributed applications. This project aims to provide support for such work by using
the dm-calculus as a basis for a mobile agent system, developed in Java. The choice
of a widely accepted object-orientated language provides a means of bridging the
gap between application specification and implementation.

The integration of 7 and Java has been achieved through the production of an API
which provides access to the constructs of the calculus. This allows for complex
application development in a manner which can take advantage of both formal
reasoning and the use of Java code to solve real-world problems. Instrumentation
techniques have been designed and a preprocessor implemented to ensure strong
mobility of agents can be supported by a standard JVM.

The production of the system has provided an opportunity to compare application
development following the mobile agent paradigm to the use of traditional tech-
niques. It has been found that both approaches have their associated advantages
and disadvantages, with development for the mobile agent system being slightly
easier to grasp and achieve complex application implementation. Evaluation of the
design choices of the dw-calculus has also been possible.
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1. Introduction

Computers are becoming so prominent in the modern household that most power
users now have a desktop machine, laptop and a mobile device. These computers are
usually connected on a small LAN and the uptake of broadband Internet connections
means they are often permanently connected to the rest of the world. Thus, users
are no longer limited as to where they can access their data, especially when using
a mobile device. This networking explosion also allows for access to resources from
other providers and for remote computation to take place.

For these reasons the Internet is becoming increasingly important for commercial
purposes and many companies are willing to provide a multitude of services. How-
ever, to be successful, the software behind these services must be built to an ex-
tremely high standard, with reliability and security concerns paramount. These
requirements are becoming increasingly difficult to guarantee as the applications
are designed to run on multiprocessor computers or are distributed over many ma-
chines.

Distributed systems are a popular solution to many problems, with modern sys-
tems capable of supplying and executing client code on demand, potentially being
accompanied by a data set. This idea has developed into the notion of a mobile
agent and over the last few years it has become possible to transfer a whole process
by preserving its state, resuming execution at a new location.

A combination of concurrency, code distribution and mobile processes means such
applications are stretching the standard models of computation. New calculi (§2.2)
are being developed to model and reason about these massively distributed mobile
systems in a rigorous manner. Such models and formalisations are fuelling the de-
velopment of novel programming languages to suit the development methodologies
of these applications.

The paradigm of mobile agents (§2.3) provides support for many of the properties
of mobile distributed computation (§2.1) required for such applications. Although
other architectures and paradigms support some of these properties, none have the
same coverage as mobile agents. However, due to the immaturity of the subject,
there isn’t yet a single model or mobile agent system which has fully addressed
all problems associated with this form of computation. Only through continued
development of theoretical models and practical mobile agent systems will the goal
of a mobile agent standard be reached.

This project discusses the development of a mobile agent system based around a
model of mobile distributed computation, the dn-calculus (§1.3.1). The production
of such a system in a widely accepted object-orientated language, Java, will hope-
fully provide support for the dm-calculus and a means of bridging the gap between
application specification and implementation. The system also provides a feel for
programming following the mobile agent paradigm, allowing comparison to the ease
of implementing equivalent applications using traditional approaches. Such a com-
parison may provide some insight into the lack of process calculus primitives in
current, widely accepted programming languages.

1.1 Motivation

Mobile distributed computation is an active research area, with many calculi under
development to model the properties of such computation. The use of a model



as the basis for a mobile agent system allows a clear and concise specification in
the calculus and application implementation in the system. However, mobile agent
systems based around such calculi are relatively immature. Further work in this
area can provide additional support for this research.

The units of executing code that form an agent may have a complex task such as
playing videos or displaying graphics. Thus, it is hard for systems based upon func-
tional languages to realise the full potential of mobile agents. Object-orientated
languages are much more common for this sort of programming, with wide sup-
port already available in industry. The existing skills of many programmers can
be utilised to provide an implementation or maintain an application. A widely
adopted language also has many support tools, reducing the potential for errors
and facilitating more rapid development of applications.

A mobile agent system for a commonly used object-orientated language allows for
the implementation of non-trivial applications and can providing a greater feel for
the paradigm of mobile agents. There is also the opportunity for comparison to the
ease of implementing an equivalent application using a traditional paradigm such
as Java’s approach of threads. Such a comparison may provide some insight into
the lack of process calculus primitives in current, widely accepted programming
languages.

1.2 Aims

This project aims to produce a mobile agent system for a commonly used object-
orientated language, Java. The system will be based on a model for mobile dis-
tributed computation, the dn-calculus.

Current support for the d7-calculus includes an implementation written in the func-
tional language, Objective Caml [Phi01]. This system has a very close mapping to
the calculus, with a direct correspondence between code execution and calculus
reduction rules easing the implementation. The development of a Java based im-
plementation aims to provide further support for the dw-calculus.

Using the system, it should be possible to produce non-trivial applications which
provide solutions to real-world problems. The system should provide a simple means
of combining agents to form a complex mobile distributed system. The use of Java
constructs in the production of agents shouldn’t be unnecessarily constrained.

The system should provide full support for all constructs of ém, in a reasonably
direct mapping, to ensure application specifications in the calculus can be imple-
mented easily on the system. This will allow for properties to proved about the
program using the calculus which, providing the mapping is sound, also hold for
the implemented application in the system.

As a result of developing the system it may be appropriate to explore some of the
design choices of the calculus with respect to a mobile agent system. Evaluation
of the expressiveness and usefulness of 7 constructs for mobile agent applications
and comparisons to similar calculi can be made. However, this is not the main
motivation behind the project and it will initially be assumed that the dw-calculus
is an adequate model for this kind of computation. The project aims to provide
validation for the dm-calculus through the provision of a system on which large
applications can be produced.

An implementation of the applet example application (§6.2) will be produced and
shown that this small application behaves in the exact same manner as the reference
implementation provided by [Phi01].



The project also aims to produce a non-trivial application as a demonstration of
the systems capabilities. The application should utilise the majority of the system’s
features to provide a solution to a real-world problem. Comparison of this appli-
cation and equivalent applications produced using a traditional approach will be
undertaken to provide some insight into the lack of process calculus primitives in
current, widely accepted programming languages.

1.3 Background Summary

Full discussion of the following topics can be found in §2.

1.3.1 Models of Computation

A suitable model of mobile distributed computation (§2.1) should be able to express
all its fundamental properties. These are:

Concurrency
Communication
Location

Delay /Failure
Locality
Mobility
Security

The dw-calculus has been designed specifically with the properties of mobile dis-
tributed computation in mind. It is based upon an asynchronous version of the
m-calculus so terms are provided to enable the clear and concise representation of
concurrency and communication. The Jn-calculus also provides terms for defining
agents and allows for the construction of agent hierarchies. It therefore provides
support for the notions of locality and nested domains. Constructs are provided for
communication between the scope of agents. Also, change of location is supported
in detail through migration of agents, with security issues addressed with the notion
of accepting and releasing an agent into and out of another agent’s scope.

An outline of the dn-calculus can be found in Appendix A and full details are
available in [Phi01]. Comparison to other calculi that are capable of modelling all,
or various aspects, of mobile distributed computation can be found in §2.2 and
[Phi01].

Current support for the dm-calculus is provided through its use as the basis for a
language capable of writing simple mobile distributed applications. All the con-
structs of the dm-calculus are supported by the langauge and the implementation
is provided upon a functional language, OCaml [Phi0O1]. Further support for such
a system can be found in the research of [CF99] which describes a mobile agent
system for OCaml, based on the Join calculus.

Further research is being undertaken into types in d7 and notions of equivalence.
Details can be found in [Phi01].

1.3.2 Mobile Agent System

Mobile agents (§2.3) are defined as units of executing code that can migrate between
machines in a heterogeneous network. Agents choose when to migrate and can



communicate with other agents and interact with resources at various locations.
An infrastructure is required to support such agents, namely an agent server at
each location in the system.

The strengths (§2.3.1) of mobile agent systems include:

e Conservation of Bandwidth

e Reduction in Latency

e Reduction in Total Completion Time
e Disconnected Operation

e Support for Dynamic Deployment

These strengths make mobile agents applicable for the following applications (§2.3.2):

Information Retrieval
Status Monitoring
Electronic Commerce
Load Sharing
Reconfiguration
Availability

Some mobile agent systems can support multiple languages but Java based systems
are by far the most popular. This is probably due to Java’s built-in support for many
features of a mobile agent system, like serialization and security, and its widespread
market penetration and portability.

Unfortunately, existing systems are still immature. Many are lacking in support for
security and only provide support for weak mobility, capture of agent’s code and
object state (§2.3.4). Although it has been argued that weak mobility is sufficient
for many current mobile agent applications, it goes against the true definition of
a mobile agent (§2.3). It is claimed that a mobile agent system with support for
strong mobility, capture of agent’s code, object state and control state (§2.3.5), is
more intuitive and convenient for the end programmer. However, this convenience
comes at a price, with the extra overheads of providing strong mobility resulting in
slower systems.

1.3.3 Providing Strong Mobility

Java does not provide any mechanism for capturing and restoring a thread’s state.
However, strong mobility can be provided by either modifying the JVM (§2.4.1) so
such functionality is available or working on top of the existing JVM by instrument-
ing code to keep track of the state (§2.4.2).

Modification of the JVM removes one of the main motivation behind using Java
as a basis for a mobile agent system - a widely accepted virtual machine with
implementations on many platforms. Also, a modified JVM cannot be redistributed
due to licensing constraints. This approach for providing strong mobility is therefore
not very applicable to a mobile agent system.

It is possible to capture the state of a running process at the language level by
instrumenting a program, meaning a modified virtual machine is not required. The
instrumentation inserts additional code to save runtime information before migra-
tion and reestablish it before restart. From the programmers’ point of view such
systems support transparent migration but the strong mobility is provided on a
system with only weak mobility.

Full discussion of these matters can be found in §2.4 and various existing instru-
mentation techniques are discussed in §2.5.



1.4 Summary

New calculi and novel languages are being developed to model and implement
large mobile distributed applications that must satisfy strict requirements. The
paradigm of mobile agents is a popular approach for such models and languages.
However, mobile agents systems based upon such developments are relatively im-
mature. This project aims to produce a mobile agent system for a commonly used
object-orientated language, Java. The system will be based on a model for mobile
distributed computation, the dw-calculus.

The production of such a system will hopefully provide support for é7 and allow ex-
ploration of the design choices made by the calculus. It will also provide a means of
bridging the gap between application specification and implementation. The system
will also provide a feel for programming in Java following a different development
paradigm. This will allow for comparison with traditional development approaches
and may provide an insight into the lack of process calculus primitives in current,
widely accepted programming languages.

The following chapters discuss the work carried out in this project. The design
of the mobile agent system is discussed in §3 with details of the corresponding
implementation in §5. A guide on how to use the mobile agent system from a
developers point of view is provided in §4. This chapter also discusses the mapping
between the system and the dw-calculus. Testing and evaluation of the system is
covered in §6 before conclusions are drawn and future work discussed in §7.






2. Background

This chapter documents the research that has been carried out throughout the
project. Discussion of models available for mobile distributed computation is pro-
vided in §2.1 whilst the current status of mobile agent systems is covered by §2.3.
The techniques discovered for providing strong mobility on a Java based system are
documented in §2.4 and §2.5.

2.1 Mobile Distributed Computation

A suitable model of mobile distributed computation should be able to express all its
fundamental properties. These properties are discussed below, with further details
available in [VC, Car99, Phi01].

2.1.1 Concurrency

Since the computation is distributed then all aspects of concurrent computation
need to be considered. By definition, processes are executed in parallel on various
machines and there is the potential to execute processes in parallel on the same
machine.

2.1.2 Communication

For the application to carry out useful work, communication must occur between
components. This may be inter-thread or inter-process communication on the same
machine or remote communication over a network.

2.1.3 Location

A method of expressing the location of a component’s execution is required. The
representation may be based upon the physical location or it may be of a more
logical form.

2.1.4 Delay/Failure

Due to the distances involved in large distributed systems communication can take a
long time to propagate and is prone to loss. The unpredictability of networks means
such delays and failures affect applications in different ways at different times.

2.1.5 Locality

Failures and delays in a wide-area network mean the state of the whole network at
any single point in time cannot be know. Thus, global synchronisation isn’t possible
and choosing a calculus like CSP as a model would be incorrect since one of the
fundamental ideas behind this model is that communication is broadcast.



2.1.6 Mobility

The movement of entities to the same location to achieve a high quality local com-
munication is often desirable for systems which interact with users or where com-
munication failure could leave the system in an inconsistent state. This mobility
is a way of addressing the problems of failure and delay in distributed systems by
reducing it to a minimum.

2.1.7 Security

Security is quite a large concern for this form of computation. Resources must
be protected to ensure access is only available to those that have sufficient rights,
especially as processes may come and go from other locations. The applications
themselves must also be protected, ensuring that they continue to function in the
intended manner. Mobility also adds the extra concerns of executing other peoples’
code, which may not be entirely trusted, and the host machine must be sufficiently
protected.

2.2 Models of Computation

A model should provide full support for the properties of computation (§2.1) to be
modelled and also satisfy more fundamental requirements. All good models are:

e Expressive

e Rigorous

e Concise

e At Correct Level of Abstraction

Process calculi are popular ways of modelling computation. They have a precise
syntax and rules of reduction which define how execution can proceed, with the
state implicit within the calculus terms. This allows for the clear and concise
specification of applications. They also allow for reasoning about properties of
applications, for validation against a specification or to check specific requirements
like security constraints.

This project uses the dw-calculus (§1.3.1) as the model of mobile distributed compu-
tation. The calculus has been designed with this form of computation specifically in
mind and shares many ideas with mobile ambients (§2.2.3). It builds upon the well
established work of the w-calculus (§2.2.1). Below is a discussion of various process
calculi that have been developed to model some aspect of mobile distributed com-
putation. More detailed comparisons of some of these alternatives can be found in
[PhiO1].

2.2.1 m-Calculus

The m-calculus [Mil99] is very mature and well understood. It is a good model for
concurrency and has been used as the basis for a programming language, Pict. All
communication in the m-calculus takes place along channels. The names of these
channels may be passed between processes, allowing the links between locations to
change. Although this dynamic communication allows for the modelling of mobil-
ity, the m-calculus wasn’t designed to model mobile wide-area distributed systems.
Many variations on this calculus exist which address some of shortcomings of the
m-calculus.



2.2.2 Nomadic 7-Calculus

The Nomadic m-calculus extends the m-calculus to reason about mobility over wide-
area networks. It has been used as the basis for mobile agent programming lan-
guages [WS99, Phi00].

The Nomadic w-calculus differs from §7 in that it only considers sites and agents,
it has no support for agent hierarchies. It also doesn’t address any security issues,
agents are free to move to any site without restriction, and has no notion of failure.

2.2.3 Mobile Ambients

A mobile ambient is a mathematical model that aims to describe the movement of
both mobile software agents and mobile computing devices [CG98]. An ambient
encapsulates the notion of an administrative domains and they can be organised
hierarchically in a similar fashion to a hierarchy of agents in d.

Mobile ambients differ from d7 because interaction between ambients is through an
open primitive which completely dissolves the boundary of an ambient. This action
can be thought as being equivalent to d7’s accept. For the goal of facilitating inter-
ambient communication this introduces potential security risks, which d7 avoids
through the provision of constructs for inter-agent communication. In addition, the
ambient calculus uses capabilities, which cannot be revoked, to limit the actions that
a given ambient can perform. This may not provide fine enough security control
for many applications. It has also been commented that full implementation of a
mobile ambient system would be very difficult and practically inefficient [Hua].

2.2.4 Seal-Calculus

The seal-calculus is a distributed process calculus with a high concentration on
security issues. In this calculus, locations and movement of agents are explicit, ie
agents are moved by their environment instead of moving themselves. This differs
from the view of 7 that agents should be autonomous, controlling their own fate.
Support for the seal-calculus is provided by the JavaSeal implementation, which
provides security based on strict separation between agents. More details can be
found in [VC] and [VB98, BV99].

2.2.5 Join-Calculus

The join-calculus was developed as an alternative to the w-calculus. It has a very
good model of failures and has been used as the basis of a mobile agent language
[FGL*96]. However, the notion of join patterns requires global synchronisation,
which unfortunately isn’t possible in environments such as wide-area networks.

2.3 Mobile Agent Systems

Mobile agents are a research interest that provide an important paradigm for
extreme-scale distributed systems. Mobile agents are defined as units of executing
code that can migrate between machines in a heterogeneous network, preserving
their state during migration and resuming execution at their new location. It is the
mobile agents themselves that choose when to migrate, not any external control.



Also, the agents may communicate with other agents and interact with resources
at various locations.

Each mobile agent system must have a language in which the mobile agents are
written and this is almost always a high-level language [Ver]. Some systems provide
support for more than one language but for reasons of portability and security they
all tend to carry out transformations to ensure the code is interpreted [GKCROO].
Also, there are a few systems which attempt to support mobile agents outside the
context of any specific programming language [GKCR00]. Java based systems are
by far the most popular [BNO1, Hoh]. This is probably due to Java’s built-in support
for many features of a mobile agent system, like serialization and security, and its
widespread market penetration and portability. A more detailed discussion of the
benefits of Java for a mobile agent system can be found in §3.1.1.

Whatever the language, every system has a similar architecture. An agent server
runs at each location which is responsible for securely executing mobile agents and
handling the transportation of an agent to another host or accepting incoming
agents [Ver]. These servers may be multi-threaded (running each agent in a thread
of the same process), multi-process (running each agent in its own process), or some
combination between the two.

2.3.1 Advantages

The strengths of mobile agent systems include the ability to conserve bandwidth,
reduce latency of communications and reduce the total completion time of an appli-
cation. Mobile agent systems also provide support for disconnected operation and
dynamic deployment.

2.3.2 Applications

The strengths discussed in §2.3.1 make mobile agents applicable for the following
applications.

Information Retrieval : Performance of a communication intensive application
such as information retrieval can be improved by migrating to a site and making
use of high quality local interactions to reduce overall network usage.

Status Monitoring : Agents can migrate to a server, monitor its status and then
only communicate across the network when appropriate. This is a much better
solution than remotely polling the system.

Electronic Commerce : Agents are able to move between stores and intelligently
bargain for items on behalf of a user.

Load Sharing : Computationally expensive code can migrate between machines
to make use of under-utilised resources.

Reconfiguration : Mobile agents are able to adapt to changing structures and
continue to supply services in the event of forecasted node downtime.

Availability : Computation can continue even though the initiating device is no
longer connected to the network. Results can be reported once the device returns
to the network at a later point.

2.3.3 Standards

The paradigm of mobile agents provides support for many of the properties of
mobile distributed computation (§2.1). Although other architectures and paradigms
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support some of the properties, none have the same coverage as mobile agents.
However, due to the immaturity of the subject, there isn’t yet a singular mobile
agent system which has fully addressed all problems associated with this form of
computation. It is therefore hoped that the development of a mobile agent system
based around a formal model of computation, the dn-calculus, will further the goal
of reaching standards for mobile agent systems.

If such standards were developed, stating all that is required of an agent and the
system infrastructure, it would be possible for agents to be written in any language
and then interpreted on a virtual machine, communicating with each other via
an agent communication language like KQML. Not only would agents be able to
migrate between the same virtual machine on differing architectures, but between
different mobile agent systems. An attempt to provide inter-operability for existing
weak mobility systems, through the use of an abstraction layer, is discussed in [Gsc].
However, such an ideal is a long way off as this is still such an active research area.
The creation of a new programming language will probably be required to fully
support all aspects of computation in the system.

2.3.4 Weak Mobility

A system which supports weak mobility is able to capture an agent’s code and object
state [GKCRO00]. No control state is transferred and execution can only be resumed
at a known entry point. In some systems these entry points are fixed, others allow
the programmer to define the method to be executed after each migration. Also,
the programmer has to explicitly code the saving and restoration of any required
state information. Most systems usually provide support for this through an event
driven model, where specific methods are called just before and after migration.

The fact that Java has no support for saving the program stack, and thus capturing
the control state, is a major disadvantage when being used as the basis of a mobile
agent system [Ver]. This means it is not possible to capture the state of a thread
and weak mobility is the best that a simple Java system on its own can hope to
support.

Even though weak mobility goes against the true definition of a mobile agent (§2.3),
many of the current systems are based on Java. Weak mobility is the choice of many
industrial systems [AJH99], probably due to the fact that it is satisfactory for most
peoples’ current needs and the writing and compiling of mobile agents using such
systems is no different to writing any other Java program [Ver|, meaning integration
with an existing IDE should be simple.

An analysis of current applications is carried out in [GC] and it is argued that
weak mobility satisfies all their requirements. It is also said that weak mobility
systems are more mature than strong mobility (§2.3.5) systems, claiming many are
at a prototype state, not well tested and do not seem to be widely supported. It
is argued that strong mobility systems are more complex to achieve and negatively
affects performance and security [GC]. Arguments against these points, and system
based on weak mobility in general, can be found in §2.3.5.

Examples

Examples of weak mobility systems and their distinguishing features are discussed
below.

Mole does not provide true mobility, only code and data can be migrated. More
details can be found in [SBH97].
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Aglets uses a variant of the Tacoma model where Aglets are restarted from a
known entry point after each migration [GKCRO0]. There is support for inter-aglet
communication and basic persistence of Aglets. An Aglet may clone, dispatch,
deactivate or dispose itself. However, the security paradigm is not clearly defined.
The context in which the Aglet is executing, or any other Aglet with an appropriate
reference, may also force the Aglet perform an action. This means the Aglet isn’t
the sole controller of its destiny, it may be interfered with by the agent server or
other Aglets. More details are available at www.trl.ibm.co. jp/aglets/.

Voyager allows for the movement of code and data, but not state. It integrates
with CORBA and achieves transparency of agents by having forwarder objects that
redirect messages after a migration. More details can be found in [Ver, GKCRO00)
and at www.objectspace.com/products/voyager/.

Concordia associates an itinerary with each agent. These are a list of places to
visit and a method to execute at each location. All agents are persisted on disk
before and after migration to ensure they aren’t lost. Agents are encrypted whilst
in transmission. More details in [ITA, Ver] and at www.meita.com/concordia/.

JumpingBeans is a distinctive system because it uses a centralized server architec-
ture instead of a peer-to-peer approach. This has the advantage of a central point
for administration, authentication and tracking but also results in a substantial
bottleneck and point for failure.

2.3.5 Strong Mobility

A system which supports strong mobility is able to capture an agent’s code, object
state and control state [GKCRO00]. This allows an agent to resume execution in
exactly the same state at the same code position. Although a system with strong
mobility takes more effort to develop, it is much more convenient for the end pro-
grammer as they do not have to ensure all data to be migrated is kept visible [Hal].

In contrast to [GC] a comparison of weak and strong mobility code is undertaken
in [GBWOL]. It is argued that weak mobility is unreliable due to the unnatural,
non-modular programming style for which it is hard to reason about and debug.

Examples

Examples of strong mobility systems and their distinguishing features are discussed
below.

ARA supports agents written in Tcl, Java and C/C++ (which has to be compiled
into bytecode to be interpreted). The system provides the ability to checkpoint the
program’s state at any point. All the language interpreters are customised and they
run inside a single process to ensure little delay for interpreter startup and virtually
negligible communication overhead [BN01, GKCRO00].

D’Agents supports agents written in TCL, Java and Scheme. The system is similar
to ARA but it executes each agent in a separate process [GKCRO00].

NOMADS have implemented their own JVM because it is not possible to redis-
tribute a modified JVM due to licensing constraints. Performance comparison of
nomads against the weak mobility systems of Aglets, Concordia and Voyager has
found it to be around three times slower. Details can be found in [Sur00, Jef] and
at http://nomads.coginst.uwf.edu/
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2.3.6 Full Mobility

A system which supports full mobility is able to capture an agent’s code, object
state, control state and namespaces and other resources [BNO1, HY]. Such a sys-
tem requires strong support from the operating system layer. For example, upon
migration a preservation of a reference to a file would require support from a dis-
tributed file system. The handle would have to be transparently released and then
re-acquired upon resumption of execution. Discussion regarding the transparent
changing of common references can be found in [TWO00].

Full mobility systems are very specialised and require a lot of effort for reasonably
little gain. It is usually sufficient to rely on the programmer being aware that local
resources are transient so they can program accordingly or handle any exceptions
appropriately. The best approach is for mobile agents to not retain any references
to external resources other than those that move with it. In fact, it can be argued
that mobile agents explicitly migrate to access local resources. Thus, complete
transparency is inappropriate and full mobility is not required for a mobile agent
system.

2.3.7 State of the Art

A complete standard for mobile agents isn’t achievable at this point in time, but
many systems have achieved small parts of the ideal. Some systems such as ARA
and D’Agents [GKCRO00] allow for agents to be written in multiple languages. Some
concentrate on security [BV99] but are lacking in other areas. At this point in time,
no single mobile agent system has implemented all the features needed for robust
and efficient operation [GKCRO0].

Existing systems are lacking in support for security [GKCR00]. Unless the system
has been specifically designed with security in mind, usually the best that can be
hoped for is encryption of agents during transmission and the authentication of a
destination machine before migration. For this reason, the whole system must be
under a single administrative control. This may be sufficient for current systems but
is certainly a restriction that needs to be addressed in the future, where agents and
resources may be provided by many different parties. Examples of systems which
specifically address the concerns of security are covered in [VBB98, VB98, BV99].

For modern systems, support must be provided for strong mobility. Any system
which requires the explicit saving/restoration of state by the programmer is def-
initely not state of the art. Full mobility is a generalisation of strong mobility
[BNO1] and support is provided in distributed operating systems such as LOCUS
[WPE+83]. However, the restriction of running a specifically designed operating
system at all locations means that such systems still cannot be referred to as state
of the art. It can also be argued that full mobility is not required for mobile agent
systems anyway (§2.3.6).

Portability of the system across different architectures remains an important goal
of mobile agent systems. Although the wide acceptance of Java has simplified this
task, it is still a non-trivial property that must be satisfied for systems based on
other languages. Almost all of the current systems achieve this by ensuring that
the language they support is compiled into an intermediate representation to be
interpreted on a virtual machine.

In terms of Java based mobile agent systems then state of the art can be classified
as a system which can be compiled with any Java compiler and is capable of running
on a standard JVM. Any system which modifies the JVM cannot be referred to as
state of the art for the reasons outlined in §2.4.1. Instead, strong mobility systems
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for the Java language can be realised through translation of code by a preprocessor
before compilation, or afterwards at a bytecode level. The advantages of such an
approach are discussed in §2.4.2 and details of various systems based around this
concept can be found in §2.5.

2.4 Providing Strong Mobility in Java

Many Java based mobile agent systems only support weak mobility. They often
have specific methods or predefined entry points into the program for each site to
be visited. Some Java based systems are capable of providing strong mobility, where
an agent and its processes resume execution in exactly the same state at the same
code position after migration.

However, Java does not provide any mechanism for capturing and restoring a
thread’s state. This can be achieved by either modifying the JVM (§2.4.1) so such
functionality is available or working on top of the existing JVM by instrumenting
code to keep track of the state (§2.4.2).

2.4.1 Modify the JVM

The solution of systems like ARA, D’Agents and Sumatra for capturing thread
state is to extend the Java Virtual Machine so such functionality is available. The
preservation of a running process’ state is called pickling and details can be found
in [Sir].

However, any modification of the JVM removes one of the main motivation behind
using Java as a basis for a mobile agent system - a widely accepted virtual machine
with implementations on many platforms. This approach is feasible for research
groups, who can ensure the modified JVM is available on all systems, but is not an
acceptable solution for industry. For this approach to be beneficial the modifications
would have to be integrated into Sun’s virtual machine. However, this seems unlikely
as such modifications go against one of the security principles of Java - dynamic
inspection of the stack by bytecode is forbidden [Sek].

NOMADS have taken the approach of implemented their own JVM because a mod-
ified JVM cannot be redistributed due to licensing constraints. Details of their
implementation can be found in [Sur00] and at nomads.coginst.uwf.edu/. How-
ever, once again, the benefit of such an approach is only beneficial if their virtual
machine is widely accepted and distributed.

An alternative to modifying the JVM has been suggested by [TWO00]. It is proposed
that the JIT compiler APT is extended and used for purposes other than what it
is intended. Even though the API is poorly documented is has been shown to be
possible use it to capture thread state though a user defined library which runs
inside the JVM. However, it was discovered that it wasn’t possible to obtain a hook
into the JVM through which the state could be restored. Therefore, for a complete
capture and restore of a threads state it was necessary for the JVM to be modified.

2.4.2 Instrumentation
Research has discovered that it is possible to capture the state of a running process

at the language level by instrumenting a program, meaning a modified virtual ma-
chine is not required. The instrumentation inserts additional code to save runtime
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information before migration and reestablish it before restart. From the program-
mers’ point of view such systems support transparent migration but the strong
mobility is provided on a system with only weak mobility.

A comparison of instrumentation compared to JVM modification is covered be-
low, along with the various approaches to instrumentation. Discussion of existing
instrumentation techniques is carried out in §2.5.

Advantages and Disadvantage

Such techniques have the obvious advantage that they work with a standard JVM.
However, the inserted statements which build backup objects can introduce an over-
head on application performance [Sur00], even if no migration takes place. Tech-
niques which rebuild the stack and restore a thread through partial re-execution of
the application are also very expensive [Bou]. Another disadvantage of instrumen-
tation involves the use of multiple threads. Each thread is required to poll other
threads to see if any of them have requested a capture of state, which could be
avoided if the JVM was modified [Sur00].

Another advantage is the relative ease of passing agent code through a translator
before introducing them to the system. Unfortunately any errors in the translator
will mean the agents are vulnerable until they pick up the latest system develop-
ments by being processed again. This may be an issue if the system consists of many
different agents, but is less of a problem than requiring all servers of a distributed
systems to be uniformly upgraded.

Approaches

Instrumentation can be achieved by making changes to any section in the compila-
tion of source code:

e Preprocessor
e Modified Compiler
e Postprocessor

The choice of modifying a compiler isn’t the most appropriate approach since future
developments in the compiler will be lost, or require time to integrate. In contrast,
if a preprocessor is used then instrumented source can then be compiled with any
Java compiler. The use of a postprocessor to modify the generated bytecode can
make use of more efficient instrumentation techniques than those available to a
preprocessor.

Both preprocessor and postprocessor approaches are able to take immediate advan-
tage of developments in the JVM or JIT bytecode-to-native code compilers. Also,
developments in new optimising Java compilers are usable but do not provide such
immediate benefits. A preprocessor may perform instrumentations which reduce
the effectiveness of the compiler’s analysis and optimisation, whilst a postprocessor
may require modification to cope with the optimised bytecode.

Other differences between these approaches involve the use of libraries. Preprocessor
systems require library source to be available or have a restriction that a library
method cannot callback any code which initiates a migration. A postprocessing
system can perform instrumentation of libraries without any source. However, it
is suggested that it is better to develop specific libraries for mobile agent systems
instead of translating existing ones [Fun98, TRV+00].
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2.5 Instrumentation Techniques

Existing techniques and systems, and their distinguishing features, that use instru-
mentation to capture thread state and provide transparent migration on systems
with only weak mobility are discussed below.

2.5.1 Bettini

A general translation process for transforming programs that use strong mobility
into programs that rely only on weak mobility, whilst preserving the original se-
mantics, is given in [BNO1]. The translations can be applied to any language and
it only assumes support for weak mobility is available. The work aims to minimise
the transformations required and ensures they are language independent. However,
the transformations do not consider any handling of exceptions.

The idea behind the translations are that an agent is capable of storing its state and
a point from where execution should start. Upon resumption of execution, there
is a jump to a certain point in the code by using if-then blocks to simulate gotos.
The jump is to a certain mark in the code, with a different mark stored for every
procedure instance to allow for recursion. Detection of whether a procedure call
involves a method that executes a migrate command is carried out at run time.

The translations differ from many of the techniques because the call stack is re-
constructed by starting from the last called procedure instead of reconstructing the
stack by starting from the first method on the stack until the method that caused
the migration is reached [BNO1]. This results in a more efficient restoration since
not all procedures have to be called again. The translations do not aim to recon-
struct the entire stack, they mimic sequential execution to simulate the call stack
[BNO1].

2.5.2 Funfroken

The WASP system outlined in [Fun98] provides “mechanical transformation of
transparent migration code into non-transparent migration code to be executed
on a standard JVM”. It works by analysing the source and identifying where the
migration function can be called, either directly or indirectly. For all of these places,
code is inserted to save all necessary local variables.

The system uses a novel approach of try-catch blocks and the throwing of errors to
ensure the whole stack is traversed, saving the state as it goes. Another method is
used to ensure the state is restored and program execution restarts from the correct
place. The instrumentation of source is carried out by a preprocessor so the output
can be compiled by a standard Java compiler and executed on a standard JVM.

2.5.3 Sekiguchi

Another system using source to source translation was independently developed
by [SMY99, Sek]. This system provides support for the preprocessing approach
of §2.5.2, although the implementation differs. A translator, written in Standard
ML, takes Java code that is extended with constructs for migration. The translator
outputs pure Java source by changing the special constructs into Java RMI code.
Once again, this translated program can then be compiled using any Java compiler
and run on a standard JVM. This system also differs to §2.5.2 in the way execution
is resumed. Full details can be found in [Sek].
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Further development has been made on this system and instrumentation can now
carried out at the bytecode level by a postprocessor. A performance comparison to
the preprocessor is carried out and the transformations are also given in relation to
JVMLg [SSYO00].

2.5.4 Truyen

The technique described in [TRV+00] differs due to the fact that source is prepro-
cessed and then instrumentation is applied at the bytecode level. The motivation
behind this work was a performance one. Even though the file size and program
execution time penalties of the preprocessing systems §2.5.2 and §2.5.3 are accept-
able, the advancement was made to use a postprocessor for instrumentation. The
result is smaller resultant bytecode and improved execution performance.

The prototype system struggled with the handling of exceptions and also removes
all debugging information from a class. The technique deals with the problem of
agents made up of several threads by inserting remote references in the threads
when one of them migrates, implementing distributed tasks [CTV+00].

2.5.5 Baumgartner

A technique described in [GBWO01] makes use of the aglet framework (§2.3.4) and
provides strong mobility by simulating the entire stack and the program counter in
code. An object is created for every method called, resulting in an extremely slow
system. However, this approach has the advantage that the migration of agents can
be initiated from sources other than themselves.

2.5.6 Halls

The system described in [Hal] differs from the approaches already described because
a program is converted, by an interpreter, into a number of closures - a small piece
of the computation. At any point in execution, one of these closures represents the
program’s state and rest of the computation. These dynamically generated functions
conform to the continuation passing style described by [And92]. The agents of
the system are written in a Scheme, along with the interpreter that supports the
transparent state-saving. The system is interfaced with the Voyager system (§2.3.4)
to provide a mobile agent context. The execution of code on this Java-based Scheme
interpreter runs more slowly than code written directly in Java [Hal].

2.5.7 Hollfeld

Support for the approach of using closures and continuations is provided in [HY].
This system is Java based and each method is transformed so it can return nor-
mally or possibly return, for the purpose of migration, the local continuation of the
method. The continuation contains all the information needed to reconstruct the
current state. This system captures a program’s state through recursively extract-
ing the local continuations of all calling methods. Capturing the continuation in
an explicit data structure means it can serialized and passed to another machine.
It can then be used to walk through the stack of the agent and resume execution
at the correct point. Transformation of the method signatures is also required so
they can accept the provided continuations. They system requires that groups of
migrating threads explicitly synchronize to ensure there is no deadlock.

17



18



3. Design

3.1 Design Choices

When embarking on this project, several decisions were made regarding approaches
to take and technologies to use. These decisions were guided by the project’s moti-
vation (§1.1) and aims (§1.2) and are justified by the initial research - documented
in §2. This section provides further justification for some of the design choices made
in this project.

3.1.1 Language

Java was selected as the language for this project due to its popularity as a modern
object-orientated programming language. It allows for the production of non-trivial
applications and an implementation based around such a language will provide
support for the dw-calculus in a different form to the current OCaml system.

Java was also selected due to its applicability to mobile agent systems, namely
its high level of built-in support for many of the required features. These include
the capture of object states through serialisation, portability and widespread market
penetration which allow for the migration of agents across a heterogeneous network.
Also, it is reasonably efficient [GKCRO00] and the provided security mechanisms
reduce the risks of executing code that isn’t trusted.

3.1.2 Instrumentation

From the discussion in §2.4 it is clear that instrumentation has many advantages
over modification of the JVM and is the approach to take for a strong mobility,
multi agent system. The arguments for using a pre or post processor to provide
this instrumentation are equally compelling. A preprocessor is easier to produce
and validate the correctness of transformations but is unable to instrument libraries
for which the source is unavailable. The implementation of a postprocessor is more
involved but can produce more efficient results and is able to instrument libraries.

Given that the use of library code isn’t anticipated in this project and that perfor-
mance isn’t currently a paramount concern then the use of a preprocessor has been
selected to provide the instrumentation. Details of the design of the preprocessor
can be found in §3.4.

3.2 Integration of é7 and Java

The integration of én and Java is a non-trivial task. They are of two different
worlds with differing motivation and goals. There is no immediately obvious cor-
respondence between the terms of é7 and Java, meaning there is scope to produce
the system in various ways. Design decisions must to be made to consider both
the semantics of the calculus and ease of use for the final system, allowing for a
straightforward transformation of application specifications into implementations.

Considerations include the decision of when and how the state of a process can be
saved. If a process has a call for migration in the middle of a method then should
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the rest of the computation be completed and a result calculated before the process
migrates, or should the computation before the migration be forgotten? Obviously
neither is satisfactory, either case may interact with other processes and result in
changes that shouldn’t have occurred. Due to the richness of the interactions that
can take place it isn’t feasible to roll back any potential side effects. The solution
therefore seems to be the placement of restrictions on the use of migration. However,
with such restrictions care must be taken to not produce an impotent system.

With such considerations in mind, the feasible options for integrating 7 and Java
to produce a mobile agent system are the implementation of a runtime (§3.2.1) and
the production of a Java API (§3.2.3) .

3.2.1 Runtime

The valid approach would be to follow the existing 7 system [Phi01] and produce
a runtime, based upon an abstract machine [Tur96], on which a Jn-like language
could be interpreted. All the communication and collaboration constructs of d«
could be supported and the language would include an extension for the definition
of Java process which could reduce when required. The runtime could pass this code
to the JVM for interpretation and obtain the result. A proof of correct semantics
for such a runtime should be reasonably straightforward due to the close mapping
to the calculus.

In such a runtime, the pieces of Java code shouldn’t interact with each other. If
interaction was occurring then the code should be split into separate parts as their
task is purely to return a result from their computation. This has the advantage
that the Java computation is separated from the communication and collaboration
constructs of dw. However, it has the disadvantage that the Java code would be
sectioned into very small chunks.

If the separation of Java is taken to an extreme then it becomes extremely hard
for the pieces of Java code to influence the application in any major fashion. With
such a design the term if (condition) then migrate cannot be expressed unless
equality testing is also provided in the dn-like language, thus introducing an overlap.
Also, the use of Java code is then greatly reduced and code blocks cannot directly
initiate a migration or communication as the constructs aren’t available.

An option for implementing a runtime is the use of MLj [Sta], a functional language
that compiles to Java bytecode. This would obviously bring the advantage of easing
implementation due to the direct mapping between the calculus and the functional
language. However, development on MLj has been discontinued for over a year so
it is unwise to base a system on such a grounding.

3.2.2 Additional Comments

It could be possible to use special comments within Java code for the definition
of the communication and collaboration constructs, eg // %% parallel(P1, P2).
This approach is often seen for systems which provide support for extended type
checking and reasoning about an applications. Such an approach could be used
to hide the system implementation, ie the definition of constructs in some other
language, from the user.

This may work well but it doesn’t seem to place enough significance on the high level
constructs of an application. The use of additional code comments may confuse the
programmer, or at least not be an intuitive way of producing a large application.
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3.2.3 API

The most applicable approach seems to be the production of a Java API which
provides developers with access to dm constructs. This approach allows for the
easiest and richest use of existing Java code and provides the closest match to
traditional Java development. This approach is also desirable because a Java API
differs significantly from the current support for §7 which is a runtime implemented
in OCaml.

An API would easily allow for the expression of terms like if (condition) then
migrate. However, the production of an API has the issue that the semantics of
the system will involve those of both d7 and all of Java. Restrictions may have to
be enforced and consideration needs to be made regarding how to represent parallel
processes within an agent. To assume that each agent only had one process would
simplify the implementation significantly but it will also severely restrict the system
to toy applications only.

Due to all the considerations discussed above, placing emphasis on the expression
of when an agent can move, the production of an API is the approach selected for
the project.

3.3 Architecture

The overall architecture for the mobile agent system can be seen in figure 3.1. It
is formed from multiple agent servers (§3.3.1), one for each site, which are respon-
sible for the execution of the agents. The system is controlled by one or more
administration clients (§3.3.2). All interactions between the various agent servers
and administration clients will be through RMI, apart from the redirection of agent
output to an administration client - which makes use of TCP/IP sockets. Each
agent has an associated message queue, which stores all the messages on the appro-
priate channel for that agent’s scope. A custom class loader is used to obtain the
class files for migrating agents. More detailed discussion of the specific sections of
the architecture is carried out below.

3.3.1 Agent Server
Specification

An agent server should be run at each site in the distributed system. It is responsible
for overseeing the execution of agents and processes at the site. It also responsible
for receiving and distributing messages for agents at that site.

The agent server should be able to:

Execute all agents and processes currently hosted at the location
Provide access to local resources

Establish connections to other agent servers

Fulfill requests from other agent servers and administration clients
Receive messages destined for the site

Provide support for the distribution of messages

Provide support for agent migration

Ensure security of all agents

Ensure security of the host machine

Report necessary information to an administration client
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The agent server should run in the background of a machine on a standard JVM.
For security reasons, an authenticated administration client should be the only way
that users can interact with the agent server. Other interacting agent servers must
also be authenticated before their requests are fulfilled.

Design

The object model demonstrating the design of the agent server can be seen in figure
3.2.

The AgentServerEngineis the implementation for the remote interface AgentServer.
It is responsible for providing the implementations for all the interactions with other
agent servers and administration clients or forwarding the requests to the appropri-
ate component of the agent server. If unauthorized access to the server is attempted
then an UnauthorizedException is thrown.

Each agent server has a RootLocation which contains all the top level processes
and agents for the site. This can be thought of in the same way as any other agent,
although it is special in the sense that it isn’t able to migrate. The notion of migra-
tion for a RootLocation would be the movement of the host to a different section
of the network. The design of the system will not supported dynamic movement of
hosts at this initial stage.

The AgentDispatcher is responsible for starting any new agents and processes
within the site or resuming partially executed agents that arrive. It is also responsi-
ble for keeping track of the agents and processes within the site, updating the data
object for the server whenever the status of the server changes.

The AgentServerData object contains information about the host, the server’s
current status and a tree of the agents and processes executing at the site. The
encapsulation of such information in a serialisable form allows for requests from
adminstration clients to be satisfied simply and promptly.

In addition to the information supplied in the data object, the agent server is able
to provide reports for any of the agents or processes at the site through the use of
multiple log handlers. A LogHandler is associated with a specific agent or process
and it streams a copy of the associated output to a TCP/IP socket on the client
machine.

A custom class loader is used within the agent server to obtain any required class
files. If the appropriate classes cannot be found on the local machine, for the dis-
patch of an agent or process, then the AgentClassLoader connects to the dispatch-
ing host to request the files. The ClassServer at this previous host is guaranteed
to have access to the class files since the agent and processes were executing at this
location.

3.3.2 Administration Client
Specification

The administration client should be able to run on any Java enabled machine. It
should be able to connect to an agent server through the specification of an IP
address or domain name and the provision of the correct authorisation. It should
provide full control over all the agent servers that it can connect to, eg stopping a
server altogether.

The administration client should provide a interface to:
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Display the status of connected agent server

Control connected agent servers

Dispatch new processes and agents to an agent server

Load an application, dispatching components to the appropriate agent servers
Preprocess an agent’s source and compile the result

It is desired, but not a requirement, that the interface to the administration client
be web-based. An alternative may be used to ensure the user interface is easy to
use, responsive and scalable.

Design

The administration client has been designed so it can monitor multiple agent servers
and selected agents/processes all at the same time. A cache of the data object for all
connected servers is kept to ensure responsiveness and these are updated at regular
intervals whilst the server is being monitored by the client. The administration
client can also be used to control the servers, eg to stop the server altogether or
allow a certain agent to enter the server.

The administration client is designed to be the entry point for processes, agents
and applications into the mobile agent system. It can be used to dispatch specific
processes or agents to any currently connected agent server so they can start exe-
cuting. It can also be used to load an agent application and dispatch each part to
the agent server at the appropriate site.

The object model demonstrating the design of the administration client can be seen
in figure 3.3.

The AdminApp provides the implementation for all the methods the administration
client must perform. This encapsulation of business logic allows for differing in-
terfaces to be provided for the same application. A swing interface, AdminAppUT,
seems to be the best compromise between GUI responsiveness and availability to
users. It allows for the interface to be run as a swing application or as an applet
which could be embedded in a web page. The choice of using a Java application
server and JSPs to provide an interface to the application from any web browser
isn’t as compelling. It would be possible to produce such an interface but, due to
the nature of the web and HTTP, it wouldn’t provide such a dynamic or interactive
experience.

The interface of the administration client also provides access to the preprocessor so
source code can be instrumented before an agent is dispatched to a server. Details
of the PreProcessor can be found in §3.4.

The LogServer listens for connections from agent servers which, due to a previous
request from the administration client, will stream output to the client from an
agent or process. A new LogListener is spawned for each connection to listen to
the stream and update the interface of the administration client as appropriate.
The placement of a server on the client side is undesirable as it goes against the
client-server model and connections are established to the client machine. This
has side effects such as the administration client will not work over a masqueraded
connection since communication occurs which the client doesn’t initiate. However,
due to the fact that agents are able to move between agent servers this seems to be
an appropriate solution to track their output.

Another component of the administration client is the ClassServer. This has the
role of providing class files to an agent server when a newly created or modified
agent or process is dispatched.
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3.4 Preprocessor

3.4.1 Specification

The preprocessor should carry out the necessary instrumentation of source to allow
for strong mobility of agents. The output should be standard Java code which
can be compiled on any Java compiler. The translations should be as efficient as
possible, in terms of both the increase in source size and the time penalty for normal,
non-migratory execution. The resultant code should be able to provide an accurate
encapsulation of a thread’s state when necessary and an provide an efficient method
for restoration and resumption of execution at a new location. It is not required
that the instrumented code be self-contained. The use of support classes to provide
part of the implementation is acceptable provided they are distributed with the
agent server.

3.4.2 Design

The design of the preprocessor has been influenced by the research carried out into
existing instrumentation techniques (§2.5) and the considerations of integrating
and Java (§3.2).

The design of the preprocessor assumes the main method of each agent process is
constructed of method calls to pieces of Java computation or calls for the collab-
oration and communication constructs of dw. Thus, a main method of an agent
process may be as follows:

public void main()

{ computationl() ;
deltaPiCall() ;
computation2() ;
deltaPiCall() ;
compuation3() ;

Investigation into the use of method splitting was carried out. This would allow for
migration at arbitrary points within the Java computation. All methods inducing
a migration could be split into a method which contains code up to and including
the migrate call and then another method which contains all the remaining code.
However, it was deemed unnecessary to go to such a fine level in the provision of
access to d7 constructs.

Such an approach would introduce a significant overhead, with the number of checks
for migration being overwhelming for any real-world application. Also, it is desir-
able to separate the communication and coordination code from computation code
[Mat]. Therefore, instead of arbitrarily mixing dm with Java, all the calls to the cal-
culus constructs should be located at the top level in the main method, as already
demonstrated. This approach avoids one of the main drawbacks cited for instru-
mentation through preprocessing - the use of libraries. Since it is only necessary to
instrument the source of an agent process any problems are avoided.

With this assumption in place the instrumentation of the preprocessor can concen-
trate on the main method of an agent process. The use of a mark, a virtual program
counter, at each of the method calls allows for tracking of the execution state. It
is designed so each method call is wrapped with the additional code. The call is
prefixed with code to restore the state and appended with code to save the state
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of the process. Obviously, for efficiency reasons, this additional code should only
be executed when necessary. The preprocessor must also deal with constructs such
as if and while blocks, ensuring all variables within current scope are saved and
restored.

3.4.3 Capturing State

The use of reflection to dynamically obtain the fields of a class was considered.
Such an approach would be extremely slow and isn’t feasible since only public fields
are accessible. Also, it isn’t possible to capture the local variables within methods.
Instead, the preprocessor statically captures all the variable types and identifiers
within a process.

To encapsulate the state of the process then all the instance variables must be saved,
along with the local variables currently in scope within the main method. Obviously
the value for a variable shouldn’t be saved if it is yet to be defined. Along with this
information, the execution mark is also recorded. It is the job of the preprocessor
to insert statements to build such data objects for each point in the code.

The fact that an agent can consist of more than one process in parallel means the
migration call of a process can induce the movement of the other processes. This
problem is similar to the issues met by systems in §2.5 which attempt to migrate
multiple threads, but is compounded by the fact that the migration of an agent also
results in the migration of all its children. Therefore, a migration may occur at any
point in the execution of a process, not just when a migrate call is made within the
main method!

A Java thread is unable to suspend another thread so every agent process must
periodically poll to see if a migrate has been requested for the agent. The prepro-
cessor is designed so the check for migration is made after each call returns to the
main method. If it is the case that the process should be migrating then the state
is saved and the agent notified that the process has reached a point where it can be
moved.

This constraint that an agent can only migrate once all dependent processes have
returned to a point in their main method seems to be the best solution for the
system. However, it is obviously an issue if the method call is blocked and is unable
to return. The programmer must be aware of such issues and ensure deadlock
does not occur as a result of this. It is possible for the preprocessor to be used to
resolve some of these issues. Instead of the called method blocking, it can return
immediately and be followed by a poll to see if execution can proceed. This allows
for migration checks to continue and more details regarding this matter can be
found in §5.3.

The final point regarding the capture of state is when a process explicitly induces a
migration to another host then it must build the data object and set the execution
mark before making the call. The preprocessor can be used to check for such a call
and insert the appropriate code.

3.4.4 Restoring State

Once all dependent processes have stored their state and the agent is able to migrate
then it is dispatched to the new agent server. However, the agent will still remain
on the existing host so the preprocessor must perform instrumentation to ensure all
appropriate processes cease execution in such a situation.
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Upon arrival at a new host, the state of an agent is restored by skipping all the
previously executed code. The preprocessor must insert constructs to ensure the
mark following the one which was saved is found. Therefore, the process will be
able to start executing at the point immediately after the migration took place.
The preprocessor must also insert statements just before this point to restore the
values of all the instance and local variables from the data object.

In the same way that all processes must reach an encapsulated state before mi-
gration can occur, the preprocessor must insert code to ensure processes wait until
everything has reached an executable state.

3.5 Extensions

Possible extensions to the system include:

e A graphical interface for building and composing mobile agents

e Support for agents written in other languages

e Persisting agents to disk, enabling checkpoints of a program to taken and
restored at a later date

e Support for multicasting between agents - provided research into the encoding
of this in ér is carried out

3.6 Summary

The design of the system selected Java for the development due to its popularity
as a modern object-orientated programming language and applicability to mobile
agent systems. Code instrumentation through the use of a preprocessor to provide
strong mobility has been selected instead of modifying the JVM.

The design for integrating dm and Java has been carried out in such a way that the
semantics of the calculus could be upheld, whilst the final system remains easy to
use. The choice of producing an API provides the support for the richest use of
existing Java code whilst allowing access to ém constructs.

The mobile agent system will be formed from many agent servers, one for each site.
These servers will be controlled and monitored by administration clients, which
are the entry point for agents to the system. The administration client will also
provide an interface to the preprocessor. This is responsible for carrying out the
instrumentation to support strong mobility. The techniques to achieve this have
been designed to be as efficient as possible.
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Figure 3.1: System Architecture
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Figure 3.2: Agent Server Model
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Figure 3.3: Administration Client Model
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. obile Agent stem

A developer can make use of the API to write agents and processes to run on
the mobile agent system. This chapter aims to introduce the constructs of the
system and provide a guide on how it should be used. To aid with this explanation
the object model for a developers’ view of the system is provided in figure 4.1.
A full description of the methods available to a developer when writing an agent
(84.1), a process (§4.2) or mobile agent application (§4.3) are available in the API
documentation in Appendix B. The full code for a small example is also provided
in Appendix E.

This chapter also discusses the mapping (§4.4) between the dm-calculus and the API
so it is clear how application specifications can be implemented.

4.1 Agents

The system makes a distinction between agents which are able to migrate and
the agents which are the enclosing scope for all processes and children at a site.
The agents in the later case are instances of RootLocation, which implements the
Location interface. The other agents in the system implement the Agent interface,
which is an extension of Location. From a development point of view it is unnec-
essary to provide any further explanation of RootLocation. However, full details
can be found in §5.1.

All mobile agents should extend the class obileAgent. If the agent isn’t being used
in a mobile agent application (§4.3) then it must provide a constructor which doesn’t
take any parameters to allow it to be individually dispatched by an administration
client. Within the constructor, the agent is formed by instantiating processes and
agents and then calling parallel(process) or parallel(child) as appropriate.
All agents are assigned an unique identifier on creation, or a known identifier if
desired. An agent keeps a reference to its parent and the root location in which it
is currently executing.

4.2 Processes

All processes in the system are based upon the abstract class RunnableProcess.
It is the superclass for LocalProcess and AgentProcess. The reasons for such a
distinction is provided in §4.2.1 and §4.2.2 respectively.

RunnableProcess implements two interfaces, Runnable and Serializable. Since
the processes implement Runnable then, upon arrival at a site, an agent server is
able to create a new thread for the process and start it executing. Each process
must provide a public void main() method which defines the work to be done.
Since all processes implement Serializable then they can be transferred across a
network as a stream of bytes. It is the job of the developer to ensure all processes
written remain serialisable.

All processes provide a facility for logging output and keep a reference to their
current location. For a process to be able to create and start a new process or
agent executing then add ewProcess(process) or add ewChild(child) are called
on the location of the process respectively.
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The methods available to a developer when writing a process, whether it be local
or within an agent, are described in Appendix B.2.

4.2.1 Local Process

Local processes execute within the scope of the root agent at a site. They are
therefore unable to migrate and do not require preprocessing. Local processes can
communicate along channels with other local processes and top level agents at the
site. Since they are located at the uppermost level they are unable to engage in a
parent utput. However, they have access to the route method which can send a
message along a channel to the top level of a specified host.

All local processes should extend the abstract class LocalProcess. If the local
process isn’t being used in a mobile agent application (§4.3) then it must provide
a constructor which doesn’t take any parameters to allow it to be individually
dispatched by an administration client. The main method of a local process can
contain anything as long as the process remains serialisable.

The additional methods available to a developer when writing a local process are
described in Appendix B.3.

4.2.2 Agent Process

The processes within a mobile agent must be able to move from site to site so they
must all be instrumented by the preprocessor before they can be used in an agent.
Due to the design of the preprocessor, all the d7 method calls should be located
within the body of main to ensure correct functionality. This is the only requirement
for an agent process, there are no other constraints on the use of constructs - eg the
calls can be within a while loop.

All agent processes should extend the abstract class AgentProcess. To create an
agent process then a reference to the holding agent should be passed as an argument
to the constructor. This allows the process to find the scope in which it is executing
and to monitor the state of the agent. A convenience method is also provided to
obtain the root location of the site where the process’ agent is located.

The additional methods available to a developer when writing an agent process are
described in Appendix B.4.

4.3 Mobile Agent Applications

The administration client of the system allows for individual processes and agents
to be dispatched to any agent server. However, for convenience, a mobile agent
application can be created. Such an application associates instances of processes
and agents with the site to which it should be dispatched. The structure of a
mobile agent application can be seen in figure 4.2. The administration client can
then be used to conveniently load an application, with all the processes and agents
dispatched to the appropriate agent servers for execution.

All mobile agent applications should extend the class obileAgentApplication.
The constructor for the application shouldn’t take any parameters to allow the
application to be loaded by the administration client. Within the constructor,
processes and agents can be instantiated and then added to the application with
the addLocalProcess and addAgent respectively.
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4.4 Calculus API Mapping

The mapping from én to Java can be seen in table 4.1. Although there is no direct
mapping for replication (! ), the same functionality can be achieved by providing a
mapping for replicated input (! ( ) ), in terms of which all replicated processes
can be encoded.

Description om Mapping

Agent [ ] class Adef extends Agent P
parallel(new Adef(a))

Parallel class Pdef extends AgentProcess P

class Qdef extends AgentProcess Q
parallel(new Pdef()) parallel (new Qdef())

Restriction Channel x  restrict() P

Output output(x,n) P

Input () Message n  input(x) P

ChildOutput childOutput(a, x, n) P

ParentOutput parentQutput(x, n) P

Accept + accept(a) P

Release release(a) P

Enter enter(a) P

Leave leave(a) P

Replicated Input | ! () class Pdef extends AgentProcess P
while(true)

Message m  input(x)
parallel(new Pdef(m))

Table 4.1: Mapping for 7 Constructs

Discussion of the implementation of this mapping and the data structures utilised
can be found in §5.5.
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Figure 4.1: Development Object Model
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Figure 4.2: Mobile Agent Application
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. Im lementation

The implementation has been based around version 1.4 of Java. This choice was
made at an early stage of the project due to the availability of the new logging API.
The functionality provided is very similar to, log4j [log], but has the advantage of
not requiring the third party add in. It allows for detailed debugging statements at
various priority levels to be included in the code. The output can then be selectively
viewed as required, aiding any further development and extension of the system.

The implementation makes use of ant [ant] as the build tool. It was selected since it
eases project management by allowing for simple compilation of project components
and execution of code in a platform independent manner.

The instrumentation of source, and hence implementation of the preprocessor,
wasn’t required for agents to move about on the same machine. Therefore, the
initial development aimed to provide the framework of the system which could be
extended later. Skeletons of the agent server (§5.1) and administration client (§5.2)
were produced so example processes and agents could be dispatched to a server and
executed.

Once agents could change scope within the same site the next step was to get
them moving between machines. An agent and its processes were hand translated
so the required infrastructure could be developed. When this had been achieved
implementation of the preprocessor (§5.3) could be attempted.

Obviously some refinement was required after all the major components of the
system had been produced. Details of the interesting implementation issues that
arose throughout the project are discussed in §5.4.

This chapter also discusses how the mapping between dr and Java (§5.5) has been
achieved in greater depth. Implementation of extensions (§5.6) beyond the initial
brief for the project are detailed as well.

5.1 Agent Server

The agent server has been produced as a RMI server, with a remote interface and a
corresponding implementation which extends UnicastRemote bject. It binds itself
in the Java Remote Object Registry for a site under the /AgentServer name and
removes the reference on close. The use of RMI allows a reference to the server to
be looked up from other machines and remote method calls to be carried out with
ease. RMI also allows for identification of the calling host and provides a means for
authentication by the server before fulfilling a request.

All requests for an agent server to dispatch an agent go through checks to ensure
it is valid. If any of the agent processes haven’t been instrumented, and thus the
agent would not be able to migrate, a Process ot ranslatedException is thrown
by the server and the agent is not accepted. Such checks are also made during the
start of a new agent to ensure no invalid agents can be introduced into the system.

The RootLocation of a site is very similar to any other obileAgent. With
this in mind, both classes inherit many methods from their common superclass,
AbstractLocation. The provision of such a class prevents duplication of code be-
tween the two forms of an agent. However, since a RootLocation cannot migrate,
its implementation provides different functionality for some of the inherited methods
than those provided by a obileAgent.
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The functionality and components of an agent server have already been discussed
earlier in this report (§3.3.1). Notes regarding the development of the design into a
working implementation are provided below.

5.1.1 Dispatcher

All requests for an agent or process to be started on an agent server are passed
to the dispatcher. Before starting execution the dispatcher restores the transient
references in a process, namely the my hread and log variables. The log variable
must also be restored for an agent, along with other references to reflect the new
location, namely the parent and rootLocation variables. Once all the dependent
objects have been iterated over, the assigned threads can be started.

The dispatcher can keep track of what is located at the site since it is responsible
for starting and resuming agents and is notified when an agent dies. It stores a map
between agent identifiers and the agent to allow current references to be obtained
when required. Since new processes and agents can be created on the fly they must
be started in a way that the dispatcher becomes aware of their existence. It would
have been possible for the dispatcher to listen to all children and processes for each
agent. However, this would have been resource intensive so it was decided to provide
methods by which the dispatcher can be notified of their creation.

Initially the dispatcher updated the data object for the server through the use of
a task which was scheduled to execute every so often. However, this was revised
to only update whenever a process or agent was added and whenever a process or
agent died. It would be possible to fractionally improve performance of the server
by only updating the data object when it is requested by a client. However, this
approach wasn’t selected as it would reduce the response time of the server for such
a request.

5.1.2 Class Server Loader

The implementation of the ClassServer remote interface binds itself in the Java
Remote Object Registry for a host under the /ClassServer name, thus allowing a
reference to be obtained when desired. An AgentClassLoader can therefore connect
to the class server of another agent server, or an administration client, to obtain
any class files that aren’t available locally. The class server at the host initiating
the dispatch of a process or agent is contacted since this location is guaranteed to
have access to the required files.

It isn’t possible to override the default class loader so the agent server ensures the
AgentClassLoader is used with respect to the loading of dispatched processes and
agents. In an effort to reduce traffic, the custom loader only obtains classes over
the network in a serial form if they are unavailable at the server or they are no
longer compatible, ie a different version. Once obtained, the classes can be saved
and loaded.

Currently the class server is unable to obtain classes from JAR files. It could be
extended to use a ip ileLoader and ipInputStream to obtain the desired class
or the whole JAR could be transferred if desired. A future implementation of the
class server and loader could be implemented so a cache of different class versions
was kept at each site. This however is a non-trivial task, with many issues which
require consideration.
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5.1.3 Log Handler

The initial approach for redirecting output to a remote machine was to add a
Soc etHandler to the appropriate Logger. This class is provided with the Java
distribution and was used to connect to the log server of the client. However,
whenever the agent or process moved to a different machine it wasn’t possible to
reestablish the connection to the log server.

Therefore, a custom handler was written. This connects to the log server and sends
the appropriate identifier along the socket before publishing any log records. Details
of the associated implementation on the log server side can be found in §5.2.2.

Obviously a record must be kept within the agents and processes themselves for
the logging output to move with scope changes. Therefore, as well as creating a log
handler, the agent server stores the host name of a new listening client within the
appropriate state object. This allows new log handlers to be created and connections
to be re-established with the log servers after a move. A scope change also causes
the connection with the old log handler to be closed, ensuring it is removed.

5.2 Administration Client

The administration client is able to monitor multiple agent server because it keeps
a reference to each one in a ap data structure with the host name as the key. It is
therefore able to communicate with each of these connected servers by obtaining the
reference from the map when a request is made from the user interface. To ensure
responsiveness of the application a cache of the data object for each connected server
is also kept, which can be updated upon request from the interface.

The administration client can dispatch processes, agents or applications from a file
chosen by the interface. It achieves this by finding the class name and creating
an instance, with the newInstance() method, then carrying out the appropriate
dispatch action. It is required that the application finds the package name of the
class programmatically when creating the instance. The first attempt was to check
all the names of packages currently loaded against the path of the chosen file.
However, this doesn’t work if a class of the package has yet to be loaded. The
solution implemented is to check the absolute path of the file against the known
classpaths. Where there is a match, the leading directories can be stripped to
leave the package name. This method would obviously need extending to deal with
JAR files, but the current application implementation cannot select files from JARs
anyway.

The implementation of the class server (§5.1.2) in the administration client is exactly
the same as for an agent server. Details of the log server implementation can be

found below in §5.2.2 and section §5.3 discusses implementation of the preprocessor,
to which the administration client provides an interface.

5.2.1 ser Interface

The user interface to the administration client is a swing application which was
reasonably straightforward to implement. It involves the creation and combination
of several components into a  rame, the layout of which can be seen in Appendix
F.3.

Several listeners are used to handle the actions of buttons and menus. They call
methods from the underlying AdminApp and carry out various checks to ensure the
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interface behaves correctly and provides sufficient feedback to the user. A window
listener is used to ensure the application stops cleanly and each log viewer has an
internal frame listener to stop monitoring of the item.

A custom file chooser was implemented to allow for the selection of items for dispatch
or preprocessing. It is possible to define the extension of the files to be selected,
plus names which the files must include or exclude.

An item worth noting is the toolbar displaying connected servers as it changes
dynamically when a new agent server is connected or disconnected. A button is
created for each server and it allows for the display to be switched depending on a
selected server. This is achieved though the use of a utton roup and an associated
listener which both redraws the display and notifies the application of the server
change.

Another implementation issue that had to be resolved was the updating of the tree
displaying agents and processes of a server. A ree odel was used for each server
from which a ree could be produced. However, since the model is built upon a
cache of the agent server data there isn’t a direct connection with the underlying
data object. This means a listener cannot be used and initially the model was
completely rebuilt each time the data was updated. However, this would result in
the collapse of the tree after each update. The implemented solution is to check the
copy of the data object against the model at each update and find the nodes which
have been added or removed.

5.2.2 Log Server

The first implementation of the log server was very simple and just spawned a new
thread to listen to an output stream of a socket and update a viewer in the user
interface as appropriate. Attempts were made to try and rearrange the log server so
it could reside with the agent server. As discussed in the design section, this would
have enabled the administration client to work behind a masqueraded connection.
However, it was deemed unsatisfactory as it would have required either the client
to poll servers in search of the migrating agent or for an agent to notify a listening
administration client before and after each move.

With the decision to keep the log server on the client side, its implementation was
updated inline with the production of the LogHandler (§5.1.3) and to allow for the
monitoring of agents and processes through changes in scope. The log server listens
on port 4444 for connections from agent server. The log server expects the unique
identifier of an agent or process to be passed before any log records. If this identifier
is unknown then a new thread is spawned to listen to the output. If the identifier
is known to the server then a viewer already exists for the item and the necessary
changes can be made so updates come from the new site.

5.3 Preprocessor

The task of the preprocessor is to instrument the source of agent processes so they
can be moved with their agents within the system. The implementation checks
that the source can compile before it is instrumented. This ensures the source
is well formed and allows for various simplifying assumptions to be made. The
instrumented source is saved under a directory defined by the administration client.
This ensures all translations are made to a different file, allowing the original source
to be further modified by the developer. The instrumented source can then be
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compiled to replace the original class file with an instrumented one. All compilation
is done with the same instance of javac for efficiency.

The current implementation of the preprocessor requires all agent process classes to
be defined within their own files. It would be possible to extend the functionality of
the preprocessor to instrument inner classes. This would allow for agent processes to
be defined within their agent’s class and provide a tidier way of writing applications.

It would also be possible to extend the implementation of the preprocessor to parse
agent or application source. Since no mangling of class names occurs the agent and
application source do not need to be changed in any way. The reason for prepro-
cessing such files would be for extra convenience to a user, ensuring all dependent
processes are instrumented instead of requiring them to be processed separately.
However, this doesn’t add any extra functionality to the preprocessor in terms of
the translations that it carries out and thus it hasn’t been included in the current
implementation.

5.3.1 Transmogrify

Implementation of the preprocessor makes use of Transmogrify [tra] and its ability
to manipulate an abstract syntax tree (AST). Since this product only provides
methods for very low level changes then classes provided by Freefactor [Ben] were
used to wrap calls to Transmogrify. With this combination it was possible to parse
source files and produce an AST which could be manipulated before being written
back out to a file.

During the development of the preprocessor some extensions for the Freefactor
Code a er class were written which have now been integrated into that project.
These include extra methods to build primitives that were required by the prepro-
cessor along with methods to return a tree for a string of method calls or a try-catch
block. It was found that many errors were being introduced into the preprocessor
through the use of Transmogrify’s node.deepClone() method. Each node contains
many sibling links and the tree can be easily broken if a node is reused without
these being removed. Therefore, a copy(node) method was also produced for the
Code a er to return a copy of a node with all linking references removed.

Working with Transmogrify also uncovered several issues with their implementa-
tion. When parsing a file Transmogrify was reporting many unresolved references.
It was thought this may be due to the use of Java 1.4 or possibly a classpath
problem. However, it was discovered that the use of import x.y. ; in the
source was the cause of the unresolved references. If import x.y.ClassA ; and
import x.y.Class ; were used instead then all external references could be re-
solved. The unresolved references initially caused bugs in the preprocessor, but the
implementation was revised to handle these errors. The use of import x.y. ; no
longer breaks the preprocessor but errors are still reported by Transmogrify.

There also seems to be a bug with the addImport o ile(import ame) method
provided by Transmogrify which means the AST breaks. Many changes were being
made to the tree but they were not being written back to the source file. Time
was spent marking the whole tree as dirty and explicitly setting the containing file
for every node. However, this wasn’t necessary and after lots of debugging it was
found that the generated tree was correct. A temporary solution was to perform all
other instrumentation first, writing the changes to the file, and then adding imports
as desired. However, this had the side effect that all comments in the source were
lost. The implementation of the preprocessor now uses a different method of adding
imports to a file which doesn’t break the tree and means it only has to be written
out to a file once, after all the instrumentation has been performed.
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5.3.2 Instrumentation

Agent processes were first translated by hand to discover the best way of providing
strong mobility for the system. Once the necessary instrumentations were discov-
ered the sources files were parsed by Transmogrify and the trees for various sections
noted. Code was then written for the preprocessor to create appropriate subtrees
for inclusion within an AST.

The instrumentation carried out on the source of an agent process is as follows.

Insert re uired imports

Both import java.util. ap ; and import java.util.Hash ap ; are added to
the top of the source to ensure the data structures are available when capturing or
restoring the state of the thread.

Insert sourcels ranslated() method

The method boolean sourcels ranslated() is inserted to return true. This
overrides the method defined in the abstract class AgentProcess, which returns
false. It allows an agent server to ensure that the source has been instrumented and
the containing agent is able to migrate.

Instrument the main method

Each construct in the main method is instrumented as appropriate. They generally
involve wrapping a method call with code to check that it should be executed,
prefixing with a check for restoration and appending with a check for migration.
If the method call is for a dm construct then the instrumentation is slightly more
involved. Constructs like while loops must also be modified slightly. Full details of
all the instrumentations can be found in Appendix C.

The restoration and migration checks can cause the state of the process to be saved
and restored. This obviously requires the variable names of the process to be known.
Extra getClass arDefs and getLocal arDefs methods were developed for the
Freefactor CodeAnalyser class to find all instance variables and all local variables
in a method respectively. However, the final implementation of the preprocessor no
longer makes use of these as it was changed to only save local variables as and when
they are defined. This has the advantage that it doesn’t require all local variables
to be defined at the top of the method.

Changes in scope in the main method can be dealt with by collecting all variable
definitions for a certain scope and inserting null definitions for the variables at the
top of the scope. This ensures something can be stored for each variable, even if it
is defined without an initial assignment.

5.4 Interesting Implementation Issues

ThreadGroup
The initial implementation of the dispatcher made use of the hread roup class to

form a hierarchy of agents. Each agent had its own hread roup, with every process
in the agent a member of the same group. In fact, hread roup was extended to
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catch process the hreadDeath which is thrown just before a process dies, thus
allowing removal from the agent.

The use of such groups would have made it possible to call suspend on an agent,
suspending all the process threads for the agent and its children. However, suspend
is a deprecated method so the main advantage of using hread roup was lost.
There was also the problem of once a thread is created it cannot change its group.
It would have been an unnecessary overhead of stopping threads and creating new
ones just to allow for the scope of an agent to change on the same machine. Thus,
an alternative approach to implementation was found.

Since each agent has a reference to its parent and all of its children there is an
implicit tree hierarchy that can be used. The dispatcher obtains any required in-
formation by traversing this tree, starting from the root location, and querying the
agents themselves. The alternative to catching a hreadDeath is for processes to
notify the dispatcher just before finishing execution and, for each of these events,
an agent to remove itself if it is no longer required, ie when it has no more children
or processes.

5.4.1 Identifiers

Initially Java references were utilised as the identifiers for channels, agents and
processes. This was sufficient whilst the system was developed and all migration
took place on the same machine. However, these references are obviously local and
isolated to the current JVM only. Therefore, each channel, agent and process had to
be assigned an identifier that could be recognised throughout the entire distributed
system.

Unique identifiers for the system are generated with the machine’s IP address and
the current system time. For agents and processes this identifier is a Long object. It
was noticed that some agents and processes were being assigned the same identifiers.
Therefore, after assigning an identifier the creating thread was forced sleep for 1
millisecond. However, this made no difference. This is due to the fact that many
operating systems measure time in units of tens of milliseconds. It was discovered
that the thread must sleep for 100 milliseconds after the creation of each agent and
process to ensure the identifiers are unique. The implementation also guarantees
uniqueness by ensuring only one thread may be assigning an identifier at any point
through the use of a lock which isn’t released by the sleep call. This delay may be
considered substantial in some contexts, but it is a relatively small penalty in the
scheme of a large distributed system where there is no central authority to assign
identifiers.

The identifiers of channels are String objects. This allows for the channels to have
public names unless they are given a unique identifier through restriction. When
restricted, the identifier is the String version of a unique identifier. In the future
it may be possible to develop the system so session keys are used for restricted
channel identifiers. In the early stages of the implementation there was an issue
that all channels were restricted by default. Thus, agents could only communicate
if they came from the same source, ie the same mobile agent application.

The early implementation also had to revised to allow for the creation of agents
with a desired identifier. This change allows for the receipt of an agent identifier
along a channel and the appropriate agent to be created and started.
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5.4.2 Invalid Class ceptions

Many issues arose during development regarding testing on different operating sys-
tems. When connecting an administration client, on a Windows machine, to an
agent server, on a Linux machine, an InvalidClassException would occur. It was
the case that the classes for AgentServerData were incompatible, with different
serial version identifiers, even though they had been compiled from the same source
file.

This was very confusing for a long period of time. The problem could be replicated
on different machines at different sites and seemed to be entirely dependent on
the operating system used. This is obviously quite a concern given Java’s claim of
portability across different architectures and operating systems

The cause of the problem was only discovered after testing of a JAR file that was
built as a distribution for an agent server. The JAR had been built on a Windows
machine, but the agent server was being executed on a Linux operating system.
The problem suddenly disappeared.

It transpired that under all cases where this problem had been tested and replicated
there was one subtle difference. The compiler used was different, in one case it was
jikes and in the other it was javac. This hadn’t been noticed since it was hidden by
the use of ant, which makes use of jikes where available but falls back to javac if
the alternative compiler cannot be found. If the same compiler was used on both
platforms then the classes produced are exactly the same and there is no longer an
issue.

It is quite interesting to note that jikes produces a different class file to javac. It
turns out that this is not a bug of jikes, rather it stems from Sun’s poor specification
of the serial version identifier. The specification states that the identifier should
depend on the names of the class elements and their order. However, a compiler is
allowed to produce the class file with any ordering on the contents and select any
desired name for generated helper methods.

5.4.3 Preprocessor

Initially the preprocessor could only deal with saving variables of an object type.
However, it was extended to wrap primitive variables into objects for storage. Fur-
ther changes were obviously required to ensure the primitives could be restored from
the object as well.

An early implementation of the preprocessor had problems identifying method calls
that could cause a migrate. This was due to the fact that the method was overloaded
so comparison of the signature was required. However, it wasn’t possible to obtain
the method definition for a migrate call without parsing the file containing the
method being called. This was no longer a problem when the migrate method
wasn’t overloaded and checks could be made based purely upon the method name.

5.4.4 Migration

Various design issues were discovered during the implementation of migration be-
tween sites. What should happen if the new site isn’t willing to accept the agent
and when should this check for acceptance take place?

The solution suggested in [GBWO1] is for an exception to be thrown if a migration
doesn’t succeed. This would allow a programmer to plan for such occurrences,
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resolving any problems or possibly selecting a different option to achieve the same
goal.

An alternative would be for the system to wait and then retry after a short period
of time. However, this has the problem that it is a long distance poll. Also, the
site may be willing to accept the agent but by the time it has been transferred
the site may have already accepted an equivalent agent which was closer. The first
implementation of migration took this approach but solved the transfer issue by
confirming acceptance with the new location before commencing transfer in its own
time.

A third option would be a waiting area at a site where agents could be held until
execution at the new site could commence. This has the advantage that the check
for acceptance is a local interaction but has the problem that other processes starve
until such an acceptance is made.

The implementation which took the second approach allowed other processes within
an agent to continue until the agent had been both released and accepted, and thus
migrating. It seemed to be a satisfactory solution, but was later revised. It had the
issue of only one thread being able to induce a migration at a time. This is due to
the fact that once an agent has been released by the parent it cannot be undone so
the other processes should not be attempting to be released as well.

The reality is that the release and acceptance of a migration should really occur
at the same time. Thus, starvation of processes in the agent may occur at some
point. The implementation was therefore changed to the third approach where the
advantage of a local interaction can be utilised. Thus, an agent is moved to the new
site as soon as it is released by its parent, and all the processes have reached an
encapsulated state. Execution can only resume once the agent has been accepted
by the new site and all processes have restored their state. This implementation
also makes it possible for more than one process to induce a migration. If any other
process inducing a migration is released first then this is detected and the state can
be captured for the non-initiating processes.

5.4.5 Blocked Methods

It is obviously an issue if a method call in main is blocked and unable to return.
The programmer must be aware of such issues and ensure deadlock of an agent does
not occur as a result. It could be possible to use the preprocessor to resolve some
of these issues through a similar approach taken for the instrumentation of the dm
method calls like accept (§5.5).

Instead of the called method blocking, it could return immediately and be followed
by a poll to another method to see if execution can proceed. This would allow for
migration checks to be made after each unsuccessful poll. As soon as the method
has unblocked then execution can proceed. However, if another process induces a
migration then the state can be saved and, when restored, execution resume with
the blocking method.

5.4.6 Communication

Initially communication within the system was implemented so an output, within
the same scope or to the scope of a parent or child, would return immediately.
This would allow the process to continue with its work, knowing the message had
been sent but unaware of when, or if, it would arrive. This eased the implemen-
tation of process communication as the message could be added to the sg ueue
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for the appropriate scope and then forgotten about. The message was stored in a
Collection, which was obtained from a ap using the channel as the key.

An input on a channel could then obtain a message from the appropriate Collection
from the sg ueue for the scope of the process. If no messages were available on
that channel in that scope then the input call blocked and awaited an output to
the channel with which it could synchronise.

This choice of implementation follows a fine-grained semantics and obviously re-
quires extra data structures to store the messages. It can be modelled in the cal-
culus because it is equivalent to spawning a separate process for the output, which
can reduce at any point.

output(x,n); P; equivalent to

However, such an approach differs from the d7 semantics for inter-scope communi-
cation. The call to parent utput would place a message onto the message queue
for the current parent. However, the agent may change scope, and thus parent,
before the communication happens. The output would still reduce with an input
by the original parent, rather than the new location.

The implementation would also have allowed for denial of service attacks. An agent
would have been able to place lots of messages onto the queue of another agent,
increasing the size of agent to be moved. There would also be interference from
outstanding messages on an agent’s queue. The agent may think it is within a safe
location, and able to input a trusted message, but a nasty message may be chosen
from the queue.

There were also more practical issues regarding this choice of implementation. The
blocking of an input call may have resulted in deadlock of an agent during migra-
tion. A child utput to a non-existent agent was also undefined. Therefore, the
implementation was changed so communication is handled in the same was as the
other o7 calls like accept (§5.5).

5.5 Achieving The ém Mapping

For each d7 construct, the corresponding method calls in the system are defined in
table 4.1. This section discusses the implementation of these method calls and the
data structures required to achieve the mapping. The details of code instrumenta-
tion in Appendix C also provides an insight into how the mapping is achieved.

5.5.1 Agents

An agent is formed from the processes and children within its scope. References to
these item are kept within the agent in Collection data structures. The parallel
method is used to add a reference to the appropriate Collection, with it being
removed when the process or child terminates. Iteration over the structures is
therefore possible to perform operations on the current processes and children of
the agent.

5.5.2 Restriction

A restrict() call returns a new Channel object with a secret identifier. This
identifier of the channel is a long String based upon the current system type of
the machine. It would have been possible for String objects to be used throughout
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the system instead of wrapping them in a Channel object. However, this approach
wasn’t chosen as it allows for more sophisticated channel identifiers to be used in
the future.

5.5.3 utput

An output(chan, msg) call within a process results in a re uest utput(chan,
msg, procId) call to the location of the process. The location uses two ap data
structures to register this request, with the process identifier the key to the stored
channel and message. No key collision will occur since each process has a unique
identifier and is only able to make one output call at a time.

The location of a LocalProcess is, by definition, a RootLocation. The request for
output is therefore able to block as the local process is guaranteed not to migrate.
Thus, the re uest utput method waits whilst the output request remains in the
output and output channel maps. When another LocalProcess carries out an
input on the appropriate channel, with this output being selected, the output
request is removed from the output and output channel maps and the waiting
thread is notified. The request for output then returns and the local process is able
to continue execution.

The location of an AgentProcess is, by definition, a obileAgent. The request for
acceptance is therefore unable to block as a migration of the agent may be initiated
by another process. Thus, the re uest utput method returns immediately after
registering the request in the output and output channel maps. The check for
completion of the output is made within the main method of the process through a
poll to the agent’s boolean chec utput(procId) method. This method returns
true, allowing the process to resume execution, when the output map no longer
contains the message to be sent. This occurs once another process in the same scope
carries out an input on the appropriate channel, with this output being selected
for reduction.

5.5.4 Parent utput

A parent utput(chan, msg) call within an AgentProcess results in a
re uestParent utput(chan, msg, procId) call to the agent of the process. In a
similar fashion to an output call, the agent uses two ap data structures to register
this request.

The check for completion of the parent utput is made through a poll to the agent’s
boolean chec Parent utput(procId) method. This is very similar to the output
check, although this time execution proceeds as a result of an input by a process in
the current parent’s scope.

5.5.5 Child utput

A child utput(agentId, chan, msg) call within a process results in a
re uestChild utput(agentId, chan, msg, procId) call to the location of the
process. In a similar fashion to an output call, the location uses three ap data
structures to register this request. It would have been possible to use only one

ap, but this would have required an extra object with which the request could be
wrapped.

For a LocalProcess, the re uestChild utput method waits whilst the child out-
put request remains in the maps. For an AgentProcess, the check for completion
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of the «child utput is made through a poll to the agent’s
boolean chec Child utput(procId) method. This is very similar to the output
check, although this time execution proceeds as a result of an input by a process in
one of the child agent’s scope.

5.5.6 Input

An input(chan) call within a process results in a get essage(chan) call to the
location of the process. This method checks the output map of the location, the
child output map of the current parent and the parent output map of all children
for a matching output request.

For a LocalProcess, the call to get essage repeatedly checks for the match. When
a match is found the output request is removed from the map and the appropriate
message is returned, at which point the process can continue execution.

For an AgentProcess, the call to get essage may return a message if a match
is found or could return null if there is no appropriate match for this check. A
poll can then be made within the main method of the process to input, ensuring a
message is obtained before execution of the process proceeds.

The implementation isn’t concerned with which message is returned as a result of
an input, it is simply a case that the first appropriate message is returned.

5.5.7 Accept

An accept (id) call within a process results in a re uestAccept(id, procId) call
to the location of the process. The location uses a ap data structure to register
this request, with the process identifier the key to the identifier of the agent being
accepted.

The location of a LocalProcess is, by definition, a RootLocation. The request
for acceptance is therefore able to block as the local process is guaranteed not to
migrate. Thus, the re uestAccept method waits whilst the acceptance request
remains in the accept map. When an agent with the correct identifier requests
entry to the root location the accept request is removed from the accept map and
the waiting thread is notified. The request for acceptance then returns and the local
process is able to continue execution.

The location of an AgentProcess is, by definition, a obileAgent. The request for
acceptance is therefore unable to block as a migration of the agent may be initiated
by another process. Thus, the re uestAccept method returns immediately after
registering the request in the accept map. The check for completion of the accept is
made within the main method of the process through a poll to the agent’s boolean
chec Accept(procId) method. This method returns true, allowing the process to
resume execution, when the accept map no longer contains the acceptance request.
This occurs once an agent with the appropriate identifier enters the location.

Even though each process only operates on its own mapping, the thread of another
process may modify the accept map as a result of a request to enter the loca-
tion. Therefore, all the methods within the location which operate on the map are
synchronized to guarantee against any concurrent modification errors.

Originally a Collection data structure was utilised instead of a ap. However, this
wasn’t sufficient as, if multiple processes had requested the acceptance of the same
agent, it didn’t allow only one of process to resume execution after the entry of one
agent.
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5.5. Release

An release(id) call within a process results in a re uestRelease(id, procId)
call to the location of the process. In a similar fashion to an accept call, the location
uses a ap data structure to register this request.

For a LocalProcess, the re uestRelease method waits whilst the release request
remains in the release map. When an agent with the appropriate identifier requests
to leave the root location the release request is removed from the release map and
the waiting thread is notified. The request for release then returns and the local
process is able to continue execution.

For an AgentProcess, the re uestRelease method returns immediately after reg-
istering the request in the release map. The check for completion is made through
a poll to the agent’s boolean chec Release(procId) method. This method re-
turns true, allowing the process to resume execution, when the release map no
longer contains the release request. This occurs once an agent with the appropriate
identifier leaves the location.

5.5. nter

An enter(id) call within an AgentProcessresultsin are uestEnter(id, procld)
call to the location of the process, which is by definition a obileAgent. The agent
uses a ap data structure to register this request, with the process identifier the key
to the identifier of the agent to be entered.

The check for completion of the enter is made within the main method of the
process through a poll to the agent’s boolean moveDown(procId) method. This
method obtains the identifier for the sibling to be entered from the enter map and
searches the Collection of children from its parent location for matches. If no
matches are found, or there isn’t a match willing to accept the agent, then false is
returned. If a match is found which is willing to accept the agent then the enter
request is removed from the enter map, the scope of the agent is changed to its new
location and true is returned, allowing the process to resume execution.

The check for acceptance from matching siblings is made with the
boolean chec Acceptable(agentId) method. This method checks if agentId
is contained within the sibling’s accept map values. If this is the case, the accept
request is removed from the map and true is returned. If the sibling isn’t willing
to accept then false is returned.

This approach of polling to check the completion of the enter ensures it is still
possible for the agent to migrate and also accommodates the case when the agent
to be entered isn’t currently available. It would have been possible to implement
enter without saving the request in a data structure. However, this wasn’t selected
as the record of the request ensures moveDown doesn’t perform any invalid operations
if it is called out of context, ie without first calling enter. It also simplifies the
instrumentation to be performed by the preprocessor.

5.5.1 Leave

An leave(id) call within an AgentProcessresultsin are uestLeave(id, procId)
call to the agent of the process. In a similar fashion to an enter call, the agent uses
a ap data structure to register this request.
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The check for completion is made through a poll to the agent’s
boolean moveUp(procId) method. This method obtains the identifier for the par-
ent to be left from the leave map. If the current parent identifier doesn’t match
this identifier, or if the current parent isn’t willing to release the agent, then false
is returned. If the current parent identifier matches and it is willing to release the
request is removed from the leave map, the scope of the agent is changed and true
is returned, allowing the process to resume execution. If the agent was already at
the top level for the site then no scope change occurs, but true is still returned to
allow the process to continue execution.

The check for release from the parent is made with the
boolean chec Releasable(agentId) method. This method checks if agentId
is contained within the parent’s release map values. If this is the case, the release
request is removed from the map and true is returned. If the sibling isn’t willing
to release then false is returned.

This approach of polling to check the completion of the leave ensures it is still
possible for the agent to migrate and also accommodates the case when the parent
to be left isn’t the current parent.

5.5.11 Migration

The combination of a leave from the top level of a site with an enter to the
top level of another site is supported in the system through a migrate(host) call
in an AgentProcess. This results in a re uest igrate(host, procId) throws

igrationException call to the agent of the process. The agent uses a ap data
structure to register this request, with the process identifier the key to the name
of the host. A igrationException is thrown by this method if the agent isn’t
currently at the top level of the site, or if the agent server isn’t contactable for the
named host. Once a reference to the agent server has been obtained, this too is also
stored in a ap, with the process identifier the key.

The check for completion of the migrate is made through a poll to the agent’s
boolean migrate(procId) method. This approach of polling allows more than
one process to request a migration at any given time. However, as soon as a process
proceeds as far as getting the agent to be released it isn’t possible for the other
migration requesting process to initiate the saving of state. Therefore, the first
check in the method is to the initiatedSavingflag and false is returned if this has
been set. The second check is to the parent’s boolean chec Releasable(agentId)
method. If the parent isn’t willing to release the agent then false is returned,
otherwise the agent can start to migrate.

Saving

The status of the agent’s state is set to SA I  to announce the saving of state. The
thread of the initiating process then waits upon this status. As each dependent pro-
cess notices this announcement it saves its state and calls the reach igrationState
method, which in turn results in a processCan igrate(procId) call to the agent.
The process sets the thread’s status to SA ED and blocks at this point, waiting on
a status change.

The processCan igrate method adds the process identifier to a Collection and
then checks if the agent is able to migrate. If the saved processes collection contains
the identifiers of all the current processes and the saved children collection contains
the identifiers of all the current children then the agent’s state is saved. If it isn’t
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the case that the agent initiated the migration then the agent status is set to SA ED
and the childCan igrate(childId) method is called on the parent, which adds
the child identifier to a Collection and then checks if it is able to migrate.

It will eventually be the case that the state of all processes and children of the
initiating agent have been saved. When this happens the status of the initiating
agent will be changed to I RA I  and the thread of the initiating process is
notified so it can unblock. This thread then proceeds to clear all the maps of the
agent as they will be rebuilt upon resumption, through the re-execution of any
accept call etc. This is followed by the removal of the agent from its parent and
the dispatch of a copy to the new site. After the dispatch, all the original dependent
processes of the agent are killed. This sets their my hread variable to null and then
changes their thread state to D I , thus waking them up and allowing them to
terminate.

Restoring

At the new host all the processes are started and they restore their state and call the
reachExecutionState  method, which in turn results in a
processCanResume (procId) call to the agent. The process sets the thread’s status
to RES RED and blocks at this point, waiting on a status change. The initiating
process restores its state and calls the wait orAcceptance(procId) method. This
polls the new site for acceptance before calling processCanResume for the initiating
process. If all dependent processes haven’t restored then the thread waits on the
agent state.

The processCanResume method removes the process identifier from the saved pro-
cesses collection and checks if the agent is able to resume. The agent is in a state
where it could resume once both collections are empty. This is the case because
every process and child that saved its state will be restored at this point and the
processes and children of an agent are unable to change if none of them have re-
sumed execution yet. If it isn’t the case that the agent initiated the migration then
the agent status is set to RES RED and the childCanResume(childId) method
is called on the parent, which removes the child identifier from the saved children
collection and then checks if it is able to resume.

It will eventually be the case that the state of all processes and children of the
initiating agent have been restored. When this happens the status of the initiating
agent will be changed to E ECU I  and the thread of the initiating process is
notified so it can unblock. This thread then calls the announceExecution() method
on the agent, which iterates over all the processes and children of the agent, changing
the status of the threads to E ECU I , thus waking them up and allowing them to
resume execution.

Throughout the migration, all methods which make changes to the data structures
of an agent are synchronized to ensure concurrent modification does not occur. This
ensures no migration can take place until the states of all dependent processes have
been saved. It also ensures no execution can resume until the states of all dependent
processes have be restored and the agent accepted by the new site.

5.5.12 Replication

Although there is no direct mapping for replication (! ), the same functionality can
be achieved by making use of replicated input (! ( ) ). This corresponds to a
while loop in the main method which continually carries out the work of the process
being replicated.
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5.6 Extensions

The ways in which the project was extended beyond the initial brief are as follows.

5.6.1 Multiple Threads

It was deemed so important for agents to have multiple threads that this extension
was taken into account reasonably early in the project. Without this extension only
very simple applications would have been possible and a feel for the full potential of
programming mobile distributed applications using d7 could not have been realised.

5.6.2 Checkpointing
It is possible to serialise an agent and save it’s state to disk. This checkpoint could

then be used to restore the agent at a future point, potentially after a restart of the
agent sever.
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. Testing

This chapter outlines the criteria against which the system was tested. Small func-
tional tests (§6.1) and an example application (§6.2) were used to confirm that the
system functions correctly, matching the specification and design. For each test,
the system is expected to follow the semantics of the calculus and produce the
same output as the execution of an equivalent test on the reference implementation
provided by [Phi01].

A more realistic real-world application (§6.3) was also used to examine the system
further as it makes use of all the available constructs within one application. A
comparable application implemented using a traditional development approach is
also discussed.

Subjective evaluation of the mobile agent system is carried out in §6.4.

6.1 unctional Tests

The functional tests below are used to highlight any fundamental errors as they
check each available construct of the system. The traces of these small test cases
should be the same as execution of an equivalent test on the reference implementa-
tion provided by [Phi01].

6.1.1 Local Processes

These tests provide assurance that the system can execute processes involving both
ém and Java constructs, with a process terminating after it has reduced completely.

TerminatingLocalProcess counts from one to fifteen and then terminates.

CurrentTimeLocalProcess runs forever on the server that it is dispatched to. It
outputs the current system time and then sleeps for a while before starting again.

6.1.2 Agents

These tests provide assurance that the system can execute agents and the processes
defined within their scope, with an agent terminating after all its processes and
children have terminated.

TerminatingAgent contains one CountProcess and a erminatingChildAgent,

which also contains one CountProcess. A CountProcess counts from 1 to 5

and then terminates. Upon termination of the process and the child agent, the
erminatingAgent should terminate.

IncrementAgent is formed from one IncrementProcess which runs forever, sleep-
ing for a while and then incrementing an instance variable.

6.1.3 Process Agent Creation

These tests provide assurance that a process is able to create a new process and
agent for execution within the same scope.
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StartNe LocalProcess spawns a new Current imeLocalProcess for execution,
followed by the creation of an IncrementAgent.

StartNe Agent contains a CreatorProcess which spawns a CountProcess for
execution within the agents scope, followed by the creation of a new IncrementAgent
as a child.

6.1.4 Communication

These tests provide assurance that processes are able to communicate along channels
within the same scope and the scope of a child or parent. They also check that
channel identifiers may be passed along a channel for further, possibly restricted,
communication. Routing messages between sites is also checked.

CommunicationAgent is formed from a restricted channel, a ProducerProcesses
and a ConsumerProcess. The producer loops, continually incrementing a variable
and outputting a message for this count onto the restricted channel. The consumer
continually reads a message from the restricted channel.

InterScopeCommunicationAgent is formed from one InterScopeProcess and
a child, InterScopeChildAgent, which contains one InterScopeChildProcess.
The child process communicates a message to its parent scope containing the iden-
tifier for the child agent. This is received by the InterScopeProcess and a reply
is sent back to the child’s scope, which is in turn received by the child process.

TransmitChannelAgent is formed from a public channel and two processes.
SecretCreaterProcess creates a restricted channel and outputs it along the pub-
lic channel. SecretListenerProcess listens on the public channel and then replies
with a confirmation to the first process along the restricted channel.

RouteMessageAgent Application wuses local processes to test inter-site
communication. A RouterLocalProcess is dispatched to one host, whilst a
ReceiveRoutedLocalProcess is sent to another. These processes repeatedly send
and receive the current system time along a publicly known channel.

6.1.5 Accept nter

These tests provide assurance that an agent cannot enter the scope of another agent
until it has been accepted. Checks are also made that if the agent to be entered
isn’t currently present then a scope change occurs once it becomes available and is
willing to accept.

EnterAgentApplication is formed from two agents, EnterAgent and
AcceptEnterAgent. The EnterAgent has one process, EnterProcess, which re-
quests the agent to enter AcceptEnterAgent. Similarly, this agent has one process,
AcceptEnterProcess, which accepts the EnterAgent. Thus, EnterAgent changes
scope to become a child of AcceptEnterAgent.

DelayedEnter Agent Application performs a very similar test, although the ac-
cepting agent is initially dispatched to a different host. Therefore, the change in
scope of EnterAgent does mnot occur wuntil the umpProcess of the
DelayedAcceptEnterAgent causes a move to the same machine.

EnterRemoteAgent Application dispatches an accepting agent to one host and a
EnterRemoteAgent to another.  The EnterRemoteAgent is formed from a
umpProcess and an EnterProcess. This first of all migrates to the top level
of the site containing the accepting agent and then performs a scope change to
move further down the tree of agents.
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6.1.6 Release Leave

These tests provide assurance that an agent cannot leave the scope of its parent
until it has been released. A check is also made that if the current parent is not the
one to be left then a scope change occurs once the current parent becomes the one
to be left and it is willing to release.

ReleaseChildAgent is formed from a ReleaseChildProcess and a child agent,
ChildLeaveAgent. The ReleaseChildProcess awaits the identification of an agent
along a public channel and then releases that agent. The ChildLeaveAgent is
formed from one process, ChildLeaveProcess. This outputs the identification
of the child agent along a public channel and then requests the agent to leave
its parent. Thus, the ChildLeaveAgent changes scope to become a sibling of
ReleaseChildAgent.

DelayedReleaseChild Agent is formed from a ReleaseChildProcess and a child
agent. This child contains a DelayedReleaseChildProcess which awaits the iden-
tification of an agent along a public channel, relaying the identifier to its parent and
then releasing that agent. The child agent also contains a child, ChildLeaveAgent.
This contains two processes, LeaveParentProcess and Leave randParentProcess,
which request their agent to leave the parent and grandparent respectively. Thus,
once the identifier of the leaving agent has been communicated, the scope is first
changed to that of the parent and then to the top level.

6.1.7 Migration

These tests provide assurance that an agent is able to leave the scope of its current
site and enter the scope of a new site. They show that the system only allows the
migration to occur once the current site is willing to release the agent and execution
only resumes once the new site is willing to accept. They assess whether child agents
are also migrated and that all processes resume execution with the correct state.
A check is also made that more than one process may initiate a migration for the
same agent.

JumpAgentApplication is formed from a umpAgent and some
Accept umperLocalProcess and Release umperLocalProcess processes for each
site to be visited. These local processes are willing to accept and release the agent
respectively. The umpAgent contains a umpProcess and a child agent. The

umpProcess initiates a migration to each site which should be visited in turn,
before returning to the initial host. Thus, umpAgent moves around between ma-
chines, taking the child agent with it.

Con ictingJumpAgentApplication performs a very similar test but this time
a Conflicting umpAgent is used which contains two instances of umpProcess,
both capable of initiating a migration. Also, the local processes used are
AlwaysAcceptLocalProcess and AlwaysReleaseLocalProcess which do not ter-
minate, they are always willing to accept or release the agent. Thus,
Conflicting umpAgent moves between machines with only one of the umpProcess
initiating a migration at a time.

6.1. Results

The umpAgentApplication managed to uncover various deadlock issues regard-
ing migration with a child agent. At one point it wasn’t possible for the whole
state of an agent to be captured due to circular dependencies on object locks and
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there was an issue with premature resumption of execution after migration. The
implementation was redesigned and corrected, at which point the test was satisfied.
The Conflicting umpAgentApplication test also managed to uncover a concur-
rent modification issue within the system. This was due to a missing synchronized
keyword on a newly created method and was resolved after correction of the method.
The other tests also provided important feedback during the development of the sys-
tem. They could obviously be used to ascertain when implementation of a construct
had achieved the correct level of functionality.

The execution of each test case on the final system behaved as expected and followed
the semantics of the calculus. Full traces from the tests can be found in Appendix
D.1.

These functional tests provide assurance that each individual é7 construct is cor-
rectly implemented by the system as no major flaws were uncovered. However, these
tests on their own do not validate the system in its entirety. They cover all aspects
of the provided én methods but do not check for any complex interaction issues
between constructs. Thus, further testing and evaluation of the system is required,
with an example application (§6.2) utilised for this purpose. This additional test
makes use of combined constructs within one application and can therefore provide
further assurance of system correctness.

6.2 Applet Server

The dmr-calculus can be used to model a client which downloads a mobile application
from a remote server. Therefore, it must be possible to provide an equivalent
implementation of such an application with the mobile agent system.

A storyboard displaying the functionality of the application is provided (figure 6.1)
with more detailed interactions described by figure 6.2.

appl et

N = = :

== appl et (=== ==
[T} [T} [T}
A=\ A=\ A=\

client server client server

server

Figure 6.1: Applet Server Storyboard [Phi01]

6.2.1 7

The scope of the client and server machines are modelled with agents. It is within
these scopes that the and processes reside. The agents are combined
in parallel with the underlying network infrastructure, ie the process, and
other hosts within the system. The encoding in 7 is as follows:
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Figure 6.2: Client & Server Interactions [Phi01]
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6.2.2 Mobile Agent System

AppletAgentApplication is formed from a ClientLocalProcess dispatched to
one host and a ServerLocalProcess dispatched to another. These processes will
therefore reside within the scope of the root agent for the site.

The ClientLocalProcess routes a message to the server host along the publicly
known re west channel. This message contains the name for the client’s host and an
identifier for the applet. The process then spawns a new AccepterLocalProcess
to accept the applet with the correct identifier.

The ServerLocalProcess continually listens on the publicly known re west channel.
Every time a message is received, the name of the client host and the identifier for
the applet are read from the message. A new AppletAgent is then created with the
provided identifier and a ReleaserLocalProcess is spawned to release the applet.

The AppletAgent contains one process, AppletProcess, which initiates a migration
to the client host. Thus, when the message is routed to the ServerLocalProcess
from the ClientLocalProcess, a new AppletAgent is created which can migrate
to the client host to provide a service.

The full code for this small example application can be seen in Appendix E, includ-
ing the instrumented version of AppletProcess.

6.2.3 Results

The execution of this example application on the final system behaves exactly as is
expected. A full trace from the application can be found in Appendix D.2.

More assurance is therefore provided for the correct implementation of the system.
It has been shown that constructs of the system can be combined together to pro-
duce a working application. However, since this application only makes use of a
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small set of the available methods, the use of a more complex application (§6.3)
would provide greater confidence that there are no outstanding construct interac-
tion issues.

The production of this example application does provide an additional opportunity
for evaluation of the system. It demonstrates that a dn specification can be easily
implemented on the system. The straightforward translation is a credit to the
development of a close mapping between the calculus and system constructs. It
can also be said that the code for the application is not too verbose, although it is
obviously not as concise as the description in the dn-calculus.

6.3 MP3 Searcher

The MP3 searcher application is a non-trivial example which utilises all the systems
capabilities and includes non-trivial Java code.

A mobile agent is used which has a list of sites to visit and some criteria for a piece
of music to match. The agent visits each site in turn, contacting a facilitator of the
site. Directory and mediator facilitators are available at each site. The facilitator
used depends upon the criteria of the search.

A directory returns a list of information agents at the site which can satisfy the
query. The searching agent can then enter the scope of each information agent in
turn, performing a query for search results. The searching agent saves the best
match and then moves on. It eventually returns to the initiating host with the best
match from the sites it has visited.

A mediator contacts all applicable information agents on behalf of a searching agent,
collating results before replying. The searching agent saves these results and then
moves on. It eventually returns to the initiating host with a list of matches available
from the sites it has visited.

6.3.1 i

The specification of the MP3 searcher application in d7 is as follows:

1 []

The definitions of the processes used in the application are as follows:

() | ( )|
L)
() 0
() *0
O () (
( ) (
() )
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6.3.2 Mobile Agent System

The usicSearchAgentApplication is formed from many components. There is a
SearchAgent assigned to an initial host and a DirectoryLocalProcess,

ediatorLocalProcess,PermitSearchlLocalProcess and some information agents
assigned to each site to be visited in the network. The application holds a master
database of songs from which it randomly creates a database for each individual
information agent.

The SearchAgent contains a umperProcess and a SearchHostProcess, which
synchronise along a restricted channel. The umperProcess deals with movement
to each site to be visited in turn. It routes a message to the site, announcing the
agents desire to search that location, and then migrates the agent to the site. Upon
arrival at the site, the SearchHostProcess is notified that it can carry out the
search. This process communicates with the facilitator of the site and, if necessary,
changes scope to each information agent to obtain the information required. After
processing the results, the SearchAgent can leave the scope of the information agent
and notify the umperProcess that the agent is ready to move to the next site.

The PermitSearchLocalProcess continually listens on a public channel for requests
to search the location. Upon receipt of each request, it spawns a new process to
accept the migrating agent and another to release it when finished. The facilitators
also continually listen on public channels dealing with requests as they arrive. These
may be advertise requests from an information agent or search requests. The details
of an advertisement, such as the restricted channel upon which communication
should occur, are saved within the facilitator. A search request is handled by the
facilitator in a way which depends upon its role and the information agents which
have currently advertised their services.

An no gent is formed from an AdvertiseProcess which, depending on the con-
tents of the database, creates restricted channels and advertises services to the
facilitators. Once this initialisation has occurred, new processes are created to deal
with incoming requests along the restricted channels. These processes include an
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Answer indProcess which deal with requests from a mediator by returning appro-
priate matches with a parentOutput. An AnswerSearchProcess deals with requests
from a searching agent. This process accepts an agent into the scope of the infor-
mation agent, awaits communication of search criteria, returns appropriate matches
and then releases the agent.

6.3.3 Traditional Java Approach

An implementation of the application using traditional Java development requires
more code to be produced. This is due to the fact that extra methods to achieve
communication between hosts, security of scope changes and migration of code
must be implemented. The mobile agent system application doesn’t require this
additional code since these tasks are supported by the underlying framework.

Without the support of the preprocessor, it isn’t possible for the application de-
veloped with a traditional approach to achieve strong mobility. It must therefore
be implemented in a manner which results in greater network communication or so
that the searching agent performs the same operations at each site visited.

Synchronisation between processes of the searcher is achievable through the moni-
toring and setting of flags. The development of the application therefore requires
knowledge of Java thread synchronisation and concurrency issues like deadlock and
starvation. This is quite a contrast to the mobile agent system application which
synchronises through simple communication on secret channels.

6.3.4 Results

This complex application, which makes use of all the available constructs, provides
significant assurance that the system has been implemented correctly. Its execution
on the final system has not uncovered any incorrect operation or deadlock issues
which may have arisen due to the combination of many constructs.

The application also demonstrates that the system can be utilised to solve real world
problems in an efficient manner. It shows the system provides access to all the dw
constructs within a programming language and environment which is familiar to
the target programmer. It can also be seen that the use of Java code within the
application isn’t unnecessarily constrained and is able to perform meaningful tasks.

The production of this complex application has provided an opportunity for the
evaluation of application development on the system and development using a tra-
ditional approach. Full details of this evaluation can be found in §7.3

6.4 Sub ective Evaluation

The following discussions are all subjective evaluations of the system. More quan-
titative tests could be carried out in the future but it is believed these would not
provide any further insight than the details already known.

6.4.1 ase f se

It is believed the system is easy to administer as an agent server or administration
client can be launched from an ant target or from one of the distribution JARs
(Appendix F). The agent servers of the system can be controlled by one or more
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administration clients. This therefore gives users the choice of utilising multiple
points of control for their mobile agent system.

The administration client interface is thought to be very straightforward and virtu-
ally self explanatory. The interface is laid out in a logical form and can obviously
be developed or modified to suit users’ future expectations or needs.

An extra feature of the system which would increase convenience is support for pre-
processing of agents and applications. This operation would instrument all depen-
dent agent processes instead of requiring a user to instrument each one separately.

6.4.2 Performance

After running agent servers and administration clients on a selection of machines
across various networks it is believed that the system performs satisfactorily. The
user interface to the administration client is responsive and provides timely report-
ing of all items being monitored. Unfortunately the update of the tree of agents
within the application was found to be slightly delayed. However, given the system
is designed to run over wide area networks and agents are likely to be long running
entities, this isn’t too much of a problem.

There is obviously an overhead on application performance due to the extra code
that has been inserted to all agent processes. However, this overhead is minimised
to a few checks and work is only carried out when a migration request has been
detected.

To measure the penalty of instrumentation during normal execution, the execution
time of an agent process was compared to that of the instrumented agent process.
The process written for this test loops from zero to ten-thousand, incrementing a
set, of variables of various types on each iteration. The differences between the two
execution times was found to be insignificant, 38.48s compared to 38.90s when in-
strumented. This difference could easily be due to uncontrollable load changes of
the test machine. Even if the extra 400 milliseconds was a direct result of the instru-
mentation, the overhead would certainly be negated in any non-artificial application
through the delay of logging outputs and other I/0.

The more significant performance issue is due to the suspension of processes whilst
the state is being saved for migration. It is believed that each process is only
suspended for a short period of time, but the length of this unavoidable delay
will be application dependant because there may be a long running process which
rarely returns control to the main method. Quantitative performance comparisons
with existing strong mobility systems, both instrumentation and modified JVM
approaches, would be worthwhile. If the delay was found to be unacceptable then
the system could be extended to allow execution of all processes to continue until
it is expected that a long running process is about to return control.

6.4.3 Maintainability

It is believed that the system has been designed and implemented in a fashion that
will promote future maintainability and extension. The code is well commented
and an object-orientated approach has been taken, utilising design patterns when
appropriate. The management of the code is also straightforward due to the use of
ant [ant].

The implementation of the system also makes use of the new Java logging API
and provides many debugging statements. This should ease understanding of the
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system for future maintainers and provide verbose output when required to assist
with corrections or extensions.
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. Conclusion

.1 Comments on ém

During implementation and development of the mobile agent system a few consid-
erations regarding the calculus semantics arose. These alternative design choices
seemed intuitive from a practical perspective. They are not necessarily a criticism of
the choices made by =, rather alternatives and extensions which are worth further
investigation.

7.1.1 nter Child f A Sibling Agent

It was considered whether the system should provide a method to allow entry to a
sibling agent at an arbitrary depth. The provision of such a method would allow an
agent to move directly into a child, or sub child, of a sibling. For this to be secure
then the entering agent would have to be accepted by the destination agent and all
the agents it is moving through. If the destination agent was a sibling agent then
there would be no path of agents to move through and the scope change would be
equivalent to the current definition of enter.

Such an operation would have the advantage of being an atomic scope change.
Consider the following situation where agent a is aware of the existence, and would
like to enter, a sub child, agent d with parent ¢, of a sibling agent b.

o [0

Entry to b must first be requested, and may well be granted. Agent a is therefore
within the scope of b and is able to request entry to ¢. However, this may not be
granted, thus agent d is unreachable. However, agent b may then be unwilling to
release agent a, trapping it in that location. If direct entry to d could be requested
then agent a wouldn’t get stuck within the scope of b because a move would never
occur due to the fact that ¢ isn’t willing to accept. Therefore, the execution of the
agent could continue without change in its current scope.

7.1.2 Communication

It was considered whether the system should provide a method to allow output to
a child agent at an arbitrary depth. It was thought that such an operation could
possibly ease implementation of applications for the system. However, this would
go against the principle of 7 that an agent should be hidden from other agents
outside its parent’s scope. Therefore, investigation into this operation wasn’t taken
further. Instead, if a set of agents wish to communicate in the system then a flat
structure should be utilised for the application.

7.1.3 nnamed Leave

An implementation was provided where the leave operation was unnamed. The
agent requested to leave its current parent without any care for its identifier. The
provision of such an operation would be useful if an agent was lost, unaware of
its current location, and just wanted to move up to the root of the site. Support
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for such a construct is provided by [TWO00] - “an agent should be oblivious to its
location, but can find out its new location”.

The dn-calculus only provides support for a named leave. The parent’s identifier
must therefore be obtainable or it seems the provision of such a construct would be
a good idea. The choice made in the implementation of the mobile agent system is
to ensure the current parent’s identifier is always obtainable.

7.1.4 Leave Hiding

As has already been noted, it is desirable for an agent to be able to keep its sub-
agents hidden from its siblings and ancestors. This notion is supported through the
semantics of the communication constructs in §7, ie only being able to communicate
within the scope of the process or the scope of an immediate child or parent.

However, if subagents are hidden from external view then this could lead to agents
being vulnerable. Consider the semantics for leave. Once an agent has been given
permission to enter a scope then it can release any subagent into this scope without
permission being obtained from the parent agent. Consider the following:

| 0] 0

| of o

1 [

If wln is willing to accept nice, because it thinks it is a nice agent and isn’t aware
that it contains nast , then nice can enter wuln. However, this agent it isn’t nice
at all, it is malicious. The agent releases nast , which moves to the scope of wuln
without any permission required.

For this reason, leave was initially implemented with both the permission to leave
and permission to enter being sought before a scope change could take place for
an agent like nast . However, the same problem can occur without the need for a
release of a nast agent. Considering the following:

*0

L

Since wln thinks nice is a nice agent, it trusts nice enough to accept it as a guest
within the scope of uln. No agent need be released, the process within agent
nice can do damage to wuln. Therefore, the vulnerability of the agent is a result of
a trust issue and the semantics of leave are satisfactory.

To be able to make a decision regarding the trust of an agent it makes sense to
allow uln to see what agent nice contains. Therefore, the processes and children
of an agent shouldn’t be hidden, the system should just prevent interference with
their execution from other scopes.

.2 Mobile Agent System

Work on the dn-calculus is still underway, in fact it has been extended and modified
during the lifetime of this project. For this reason, the reference implementation
provided by [Phi01] is still under heavy development and is yet to be released for
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general use. Therefore, production of a fully working mobile agent system based
upon 7 has provided significant support for the calculus.

The system provides a framework for the development and execution of Java based
om mobile agents. This allows for complex applications (§6.3) to be implemented and
has the benefit that each additional application created provides further validation
of 07 as a sufficient model of mobile distributed computation.

7.2.1 API

The creation of the mobile process calculus API has been successful as it provides
access to 07 constructs within a programming language and environment which is
familiar to the target programmer. The integration of dw and Java was designed in
such a way that the semantics of the calculus are upheld whilst existing or newly
developed Java code, which isn’t unnecessarily constrained, can be used to perform
meaningful tasks. This is quite a significant achievement as there wasn’t an easily
identifiable mapping between the calculus and Java.

The API is easy to use and the reasonably direct mapping permits simple translation
between application specification and implementation (§6.2). However, the API
isn’t expressive enough to cope with the replication construct of the calculus. This
is unfortunate but not a major problem because a mapping for the construct has
been defined (§4.4).

7.2.2 Applications

The applications produced (§6.2 & §6.3) for the system demonstrate that it can be
utilised to solve real world problems in an efficient manner. It can be said that the
code for the applications is not too verbose, although it is obviously not as concise
as a description in the dm-calculus. The execution performance (§6.4.2) of the
applications seems satisfactory, mainly due to the fact that the instrumentations of
the preprocessor are designed to be as efficient as possible whilst providing support
for strong mobility.

A notion of fairness for applications with many processes is provided by the system
because the Java scheduler will preempt a long running process and allow another
to execute. This functionality is dependent on the JVM implementation, but it can
be assumed to be the case for all the widely used Java distributions. Therefore,
processes will not starve as a result of a resource intensive process and the idea that
each process will have a chance to reduce at some point is upheld.

7.2.3 Alternatives

There are several mobile agent systems that support strong mobility by modifying or
rewriting the Java Virtual Machine, including Ara, D’Agents and Nomads (§2.3.5).
However, this approach loses one of the main motivations, a widely accepted virtual
machine with implementations on many platforms, for using Java as a basis for a
mobile agent system. Other mobile agent systems avoid this disadvantage through
code instrumentation. These include WASP (§2.5.2), an extended version of Aglets
(§2.5.5) and any system which could be based on the thread migration techniques
developed in [TRV*00] and [Sek, SSY00].

These instrumentation based systems differ in the way execution state is captured
and restored due to the various constraints and assumptions that each system im-
poses. They also differ with regard to the primitives available to an agent and
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the security surrounding access to these primitives. This is due to the fact that
they have been developed with different design choices. For example, the security
paradigm of the Aglet based system is very relaxed, with the ability to induce a
migration from any object which has a reference to the agent. It may also be due to
the fact that they are based upon a process calculus which has made different design
choices to d7. For example, the JavaSeal system is based upon the Seal-calculus
(§2.2.4) and differs in the sense that agents are not autonomous, they are migrated
by their environment.

It is believed that the mobile agent system based upon the §7 calculus has benefit-
ted from the knowledge gained through the documentation of these systems. This
knowledge has been used during the implementation of the mobile agent system and
the flaws of some of these alternatives have been avoided. Due to the basis upon
the dw-calculus none of the alternative systems are solving exactly the same prob-
lem, although their future development may be able to benefit from the techniques
developed in this work.

7.2.4 Improvements

The following are all improvements that could be made to the system. They include
additional functionality from a user’s perspective and improvements that could be
made to the security of the mobile agent system.

Administration Client

The functionality of the administration client could be improved to provide extra
features and support a greater degree of control over agent servers. This includes
dynamically changing the log level of any listener, displaying agent server infor-
mation in different forms, selecting processes, agent and application from within a
JAR file and temporarily suspending a server.

The preprocessor could be improved to instrument inner classes and, given an agent
or application definition, automatically deduce which agent processes require instru-
mentation and carry out the preprocessing of the appropriate files.

Agent Server

An improvement to the agent server could be the provision of an additional inter-
face for administration. This would allow the dispatch of a non-serialisable local
processes to the server. Even though such a restriction is not considered a limita-
tion it may turn out to be a problem with future application development. Such an
improvement would lift this restriction and resolve any potential problems.

The class server could be improved so it supports class files stored within JARs and
extended so it keeps a cache of various class versions at its site.

Latest Calculus Developments

In §7 the notion of trust can be modelled though a type system. For example, accept
an agent with name o and type nite ensures an infinite agent isn’t accepted, even
if it is called a. Trust can also be obtained through the use of a recent extension
to the dn-calculus, the prime operator (). When applied to a name, the operator
returns the corresponding protected name. This could then be used to ensure an
agent isn’t masquerading as something it isn’t.
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The type system of the calculus could be integrated into the system through the
scanning and verification of an agent’s bytecode and assignment of a type. Policies
could be set within the system to allow certain privileges for each domain of trust
associated with each type.

The notion of a protected names could easily be integrated into the system as the
unique identifier of an agent could be used. This would mean that the unique
identifiers could no longer be used to distinguish agents within the method calls, eg
accept (uni ueId). Instead, the name of the agent could be used and the unique
identifier kept secret. The implementation would then be non-deterministic on
choices between two agents of the same name.

These changes would go a long way to the improvement of security in the system
and provide protection against entities which pretend to be something that they
are not.

ost Protection

Improvements to the protection of all the machines from malicious agents needs to
be carried out. Obviously it is up to the site to only accept trusted agents, but
this cannot be relied upon. The agents are executed by a JVM so the underlying
machine is protected. However, if it were possible for a rogue agent to crash the
virtual machine then the whole agent server for that site would be brought down.

The system must make use of various techniques to create a solid sandbox in which
the agents can be trusted to execute. As discussed, the scanning of code and
assigning of types to agents could be used.

Agent Protection

The protection of an agent from a host is also desired but this is a very hard
problem. How can the safety of an agent from the host on which it is executing be
guaranteed? If a malicious agent server is in the network then it has full control
over the agents which enter its site. Upon dispatch of an agent it may choose to
not start certain processes or it could pretend to dispatch the agent when in fact
the agent is just dropped. The rouge agent server would probably be detected at
some point in the future as its interference would raise suspicion.

This is certainly not a satisfactory state of affairs and the implementation has a
long way to go before it satisfies the ideas of the calculus that a subagent can be
protected from everything else, including the root location of the site, by its parent
agent. Research is underway into the subject and initial findings suggest a form of
encryption in which processes still remain executable, even though the calculation
of a result doesn’t revealing anything about the process. However, this is a very
hard task to which a solution is yet to be found and it is a beyond the scope of this
report to discuss such matters in detail.

Passive Attacks

Less active attacks such as the monitoring of all communications to or from an
agent are also issues. It must be the case that communication along a restricted
channel cannot be intercepted by the agent server and passed on to other agents.
For this to be the case then messages would have to be encrypted with a session
key known only to those agents within the scope of the restriction.
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Currently messages are not encrypted and simple strings are used as identifiers of
channels, with a restricted channel having a unique identifier based upon the current
system time. Thus, there is definite room for improvement of the implementation
of such matters.

Authorisation

An improvement can be made regarding the interaction between the administration
client and the agent server, there should be a check in every call to the server.
Upon connection, the administration client requests authorisation from the agent
server and, if successful, the client IP address is stored. Any call to the server
could therefore check that it is originating from an authorised address. However,
this wouldn’t prevent other rogue clients from connecting to the server from the
same address. Therefore, a session key could be used between the client and the
server which could be supplied and checked for every remote method invocation.
This would also be applicable for interactions between agent servers. Such security
checks were deemed unnecessary for the initial implementation. A better approach
for the improvement would be to only authorise the client just before a lookup
is made in the Java Remote Object Registry. This would ensure only authorised
clients and other trusted servers could obtain a reference to the agent server and
do away with the need to check each individual request.

Public Methods

Many of the methods in an agent, eg re uest igrate, are currently public meth-
ods to ensure they can be called from a process of the agent. This is an issue
because anything which can obtain a reference to the agent could interfere with
the agent’s execution, induce the agent to migrate and so forth. This is similar the
implementation of Aglets, where any other object which has a reference to an Aglet
can perform operations on it. This is obviously not the desired behaviour of the
mobile agent system since it is the agent alone which choose when to migrate etc.
Luckily it would only require a trivial change to the methods to ensure this is the
case. A check could be made to ensure the request is from a process of the agent,
with it being ignored if this is not the case.

.3 Paradigm Comparison

This section compares applications written using the mobile process calculus API
to applications that use a traditional development approach whilst still accomplish
the same tasks. This evaluation is based upon the findings in §6.3.

7.3.1 ase f Development

It is believed that, given the task of producing a complex application, a novice de-
veloper would find the API easier to understand than being faced with the daunting
problems of using a traditional approach. All that is required for use of the API
is an understanding of basic language constructs and the concepts of jw. Once
these are grasped, the implementation of a complex application for execution on
the mobile agent system can be achieved with relative ease.

Development using a traditional approach requires knowledge of intricate details
for many technologies, such as RMI servers and TCP/IP sockets, before equivalent
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applications could be produced. However, it could be argued that the APT just hides
such details from the end programmer and a traditional development approach could
also provide such a wrapping of method calls into a higher level library call.

7.3.2 Thread/Process Synchronisation

Synchronisation between processes is very simple to achieve with the API. Com-
munication on a channel known only to the two processes wishing to synchronise
results in the desired effect. This is quite a contrast to what is required to achieve
thread synchronisation using a traditional approach. Knowledge of Java thread
synchronisation is obviously needed, with each thread monitoring a flag or variable
of some kind from within a synchronized method.

7.3.3 Code Si e

The code for an application developed with the API is relatively concise. This is
because the underlying framework of the system provides support for tasks such
as communication between agents and migration of code. Applications developed
using a traditional approach will be larger in size because they must provide an
implementation for all such tasks as required.

From this fact it can be concluded that development with the API takes less time
than production of an equivalent application without it. However, it could be
argued that once support for the methods provided by the mobile agent system are
implemented using a traditional approach then this code could be reused in further
applications.

7.3.4 Strong Mobility

Applications developed using the API for execution on the mobile agent system have
the obvious benefit of the preprocessor. Without the support of the preprocessor,
it isn’t possible for an application developed with a traditional approach to achieve
strong mobility. The application must therefore be implemented in a manner which
results in a greater amount of network communication or so that a mobile agent
performs the same operations at each site visited. This is quite a major disadvantage
if a traditional approach is chosen.

7.3.5 Fle ibility

The mobile agent system places constraints upon the development of agents and
processes. Even though these constraints are not very restrictive, a traditional
development approach has no such limitations and can be designed and customised
to the exact needs of each application. Even though more work is necessary to
produce the final application, this flexibility is quite a strong benefit for choosing a
traditional approach.

7.3.6 Insights

An APT which provides access to process calculus primitives and a traditional ap-
proach using threads follow two different paradigms for concurrency. Whichever
approach is adopted, it must be understood by the developer before being used.
Both paradigms have concepts to grasp, the notion of two processes executing in
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parallel or two separate threads of computation. The additional traps and pitfalls of
concurrent computation, like deadlock and starvation, must also be understood for
both paradigms. Therefore, complex application development with either approach
must be based upon a sound theoretical knowledge.

It could be argued that development with process calculus primitives allows for a
tighter correspondence between specification and implementation, facilitating easier
validation, than what is available to model and implement threaded computation.

At the end of the day, both paradigms are capable of achieving the task at hand.
The approach selected comes down to personal preference and support within the
chosen programming language. The provision of an alternative paradigm certainly
isn’t a detriment and it is a possibility that it may suit certain developers.

7.3.7 Conclusion

Unfortunately it has not been possible to carry out a complete investigation into the
effects of introducing the different development paradigm to Java. It is not felt that
a solid conclusion can be drawn for the question of why there is a lack of process
calculus primitives in current widely accepted programming languages. Therefore,
the points discussed earlier are all that can be made on the subject until there is
opportunity for further research. The availability of the Java based mobile agent
system should provide the possibility for such an investigation to occur when the
attention it deserves can be given.

.4 Summary

The project has successfully managed to provided a mobile agent system based
upon the dm-calculus. The way of integrating 7 and Java certainly wasn’t obvious
at the outset and it is believed that the API produced achieves this in the best
possible manner. It is easy to use, intuitive from a target programmer’s perspec-
tive and enables the straightforward implementation of application specifications.
This is certainly a unique achievement with respect to d7 and is inline with the
achievements of alternative mobile agent systems (§7.2.3).

It is believed that the instrumentation techniques developed build upon the work
of others (§2.5), whilst providing a novel solution given the assumptions and goals
of the work. The achievement of strong mobility of agents through instrumentation
does introduce the penalty of increasing code size. However, this is a small matter
when you consider that a standard JVM can be used and the techniques developed
are not detrimental to the performance of applications (§6.4.2).

The production of the system has provided an opportunity to compare application
development following the mobile agent paradigm to the use of traditional tech-
niques. It has been found that both approaches have their associated advantages
and disadvantages, with development for the mobile agent system being slightly
easier to grasp and achieve complex application implementation. Evaluation of the
design choices of the dw-calculus has also been possible.

7.4.1 Strengths

Support For 7

Significant support for the dw-calculus is provided through the availability of a fully
working mobile agent system on which large applications can be produced. As
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more development with the mobile process calculus APT takes places there will be
a greater validation of the dn-calculus as a sufficiently expressive model of mobile
distributed computation.

From the experience already gained though implementing applications for the sys-
tem, it can be stated that the dm-calculus certainly provides useful constructs for
the description of mobile agent applications. The calculus seems to provide virtu-
ally all the constructs desired for the production of such applications, with a few
extensions (§7.1) maybe worth consideration.

Access To ém Constructs

The production of a mobile process calculus API has provided access to dm con-
structs within a widely accepted object-orientated programming language. The
system allows for the execution, and monitoring, of many agents and processes
at multiple sites within a network. It is capable of supporting large and complex
applications, with Java code utilised to perform meaningful tasks.

Specification To Implementation

The mobile process calculus APIin Java provides an efficient means of implementing
application specifications. The skills of many programmers can be utilised and var-
ious support tools are available for implementation assistance. The straightforward
translation between specification and implementation is a credit to the development
of a close mapping between the calculus and the APL.

The close mapping also allows d7 descriptions to be constructed for implemented
applications. This will assist formal reasoning about an application, permitting the
proof of properties and evaluation of design choices.

Paradigm Comparison

The production of the mobile agent system based on the dm-calculus has made it
possible to introduce an alternative development paradigm to Java. This system
can therefore be used to compare applications written for the system to those which
utilise a more traditional approach.

7.4.2 Weaknesses
Replication

The lack of a direct mapping for replication is obviously unfortunate. It would have
been desirable for the API to be able to support each and every construct of dm.
However, it is believed that direct support for a notion such as replication cannot
be achieved. Thus, an alternative, less direct mapping is provided pending further
investigation.

Implementation

Although there doesn’t seem to be any major flaws with the implementation (§6),
it could be considered a prototype version which can certainly be improved upon
(§7.2.4), especially with respect to security. Now that a working solution has been
produced and the API provided it would be beneficial to redesign the system with
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these considerations in mind. Nevertheless, the system is certainly useable in its
current state and the implementation has allowed many approaches to be evaluated
and options considered.

Paradigm Comparison

It was hoped that further evaluation of the system would have been possible with
regard to more applications being developed. This would have allowed a more
detailed comparison between the alternative development approach provided by the
APT and more traditional development methods. Although no definite conclusion
could be drawn regarding this matter, many useful insights were discovered (§7.3).

D uture ork

Future work includes the achievement of various system improvements discussed
in §7.2.4. From these improvements, the extension of the preprocessor is certainly
desirable. The ability to instrument inner classes would remove a restriction on
application development and the automatic instrumentation of all processes within
an agent or application would ease system use. The improvements to security within
the system are also desirable. These can be achieve through future implementation
work with session keys, encrypted messages, assignment of types and use of policies.

This work may be continued in many other ways. Instrumentation at the bytecode
level is certainly worth investigating. Support for agents written in other languages
that can be compiled to Java bytecode would also be beneficial.

There is the opportunity to extend the system with recent, and future, developments
of the dm-calculus and for further evaluation of programming based upon such a
model of mobile distributed computation.
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A endi A. T e Calculus

This summary of the dm-calculus is based heavily upon work carried out by Andrew
Phillips.

A.1 Terms

The dm-calculus extends the asynchronous m-calculus with the notion of an agent,
which can be used to model both physical locations and logical domains. Terms are
introduced for creating new agents, for communication between agents and for the
movement of agents relative to each other.

The dm-calculus is defined in terms of processes , channels , agents
and variables

0 Null
Parallel
Restriction
Output

() Input

! Replication

[ ] Agent
Child Output
Parent Output
Enter
Leave

+ Accept
Release

A.2 Agents

An agent consists of a process, encapsulated within a named boundary. The name
of an agent is called its identit , and the process it contains is called its bod . Agent
Definition [ ] defines an agent with identity and body . This can be given a
corresponding graphical representation:

[ ]

Agents can form a tree structure where each agent can have a single parent and one
or more child agents. For example:

A A A

In this expression, agent has body , parent |, sibling and two children and
. The processes contained within these agents are all executing in
parallel. This can be given a corresponding graphical representation:

] g
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Reduction can take place inside agent boundaries. For example, if a process can
reduce to , then this reduction can also take place when is inside an arbitrary
agent

[] [ ]

Restricting a variable to an agent is the same as restricting the variable to the body
of the agent, provided the variable name and the agent name are different. For
example, restricting a variable to an agent [ ]is the same as restricting to
inside , provided and are different:

(1

Agents with a null body are garbage-collected, since they can perform no further
computation:

[0] 0
A.3 Communication
Child Output sends a value on channel to a child agent  If there is a
child output in parallel with an agent containing an input ( ) , then

the value can be received on channel and assigned to the variable in process

()

Parent Output sends a value on channel to a parent process. If there is
an input () in parallel with an agent containing a parent output ,
then the value can be received on channel and assigned to the variable in

process
L] O []

A.4 Mobility

Enter moves the enclosing agent inside a sibling agent and then does
Accept T accepts a sibling agent and then does . If there is an agent
containing an enter and in parallel there is an agent containing an accept

+ | then can successfully enter

| L] L]

Leave moves the enclosing agent out of its parent agent and then does
. Release releases a child agent and then does . If there is an agent
containing a leave and has a parent agent containing a release , then

can successfully leave

] L

In both cases, when one agent enters or leaves another agent it takes with it all
internal computation, including any child agents.
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A.5 Summary

A summary of the dm-calculus semantics is given in figure A.1.

= 0 () !
[ ] *
0
C ) C )
0 0
() [ ] [ ]
C ) () ()
()' (!) () ()
[ ] [ ]
d o [ ()]
[ )
[ I
[ ] ]

Figure A.1: ém-Calculus Semantics
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A endi B. A1

Below is a description of the main classes and their important methods which can
be used to develop for the mobile agent system. The full API in Javadoc form can
be found at www.doc.ic.ac.u / del /agent/.

B.1 ocation

The methods available to a developer when constructing an agent are as follows:

public void parallel(RunnableProcess process)

Forms the structure of an agent by adding a process.

Combines the process in parallel with all the other processes and children at this
location.

public void parallel(Agent child)

Forms the structure of an agent by adding a child.

Combines an agent in parallel with all the other processes and children at this
location.

The methods utilised to create new processes and agents after a process has started
execution are as follows:

public void add ewProcess(RunnableProcess process)

Forms the structure of an agent by dynamically adding a process.

Combines a process in parallel with all the other processes and children at this
location. Starts the process executing.

public void add ewChild(Agent child)

Forms the structure of an agent by dynamically adding a child.

Combines an agent in parallel with all the other processes and children at this
location. Starts the agent executing.

B.2 unnableProcess

The methods available to a developer when writing a process, whether it be local
or within an agent, are as follows:

protected void accept(Long acceptId)

Accepts an agent as a child of the location for this process.

This method blocks until an agent with identifier acceptId enters the scope of the
location for this process.

protected void release(Long releaseld)

Releases an agent from the scope of the location for this process.

This method blocks until an agent with identifer releaseId leaves the scope of the
location for this process.

protected Channel restrict()

Creates a new Channel with a private identifier.

All communication channels used by processes are public, with a public identifier,
unless they are created with this method. A new channel assigned with a secret
identifier is returned.
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protected essage input(Channel c)

Receives a message from the designated channel.

There may be multiple messages on the same channel destined for the scope of
the location for this process. There are no guarantees as to which message will
be returned. This method blocks until a message is available on the designated
channel, at which point it will be returned.

protected void output(Channel c, essage m)

Outputs the message on the designated channel.

The output is made to the scope of the location for this process. This method
blocks until another process within the same location requests an input along the
channel and this message is selected.

protected void child utput(Long childId, Channel c, essage m)
Outputs a message on the designated channel.

The output is made to the scope of a child agent of the location for this process (sib-
ling agent of this process). This method blocks until a process within the designated
child agent requests an input along the channel and this message is selected.

protected Long get ewId()

Creates a new, unique identifier.

This allows processes to obtain a new, unique identifier which may be used in the
creation of a new agent.

B.3 ocalProcess

The additional methods available to a developer when writing a local process are
as follows:

protected void route(String host, String channel ame, essage msg)
Routes a message on the designated channel to a remote site.

The message is sent to the scope of the top level at the remote site. This method
returns immediately. It is not possible to know when, or if, the message arrives at
the remote site.

B.4 AgentProcess

The additional methods available to a developer when writing an agent process are
as follows:

protected void parent utput(Channel c, essage m)

Outputs a message on the designated channel.

The output is made to the scope of the parent of the agent for this process. This
method blocks until a process within the current parent location requests an input
along the channel and this message is selected. The parent of the agent for this
process may be different during the time this method is called to the time it returns.

protected void enter(Long siblingId)

Requests the agent for this process to enter the scope of a sibling agent.

This method blocks until the scope change occurs. This happens once an agent
with identifier siblingId is willing to accept the agent for this process.

protected void leave(Long parentId)

Requests the agent for this process to leave the scope of a parent.

This method blocks until the scope change occurs. This happens once a parent with
identifier parentId is willing to release the agent for this process.
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protected void migrate(String host) throws igrationException
Requests the agent for this process to migrate to a new site.

Migration is a combination of leave and enter at the top level of a site. It fails if
the agent isn’t at the top level of the current site or if the new site doesn’t exist.
This method blocks until the scope change occurs. This happens once the current
parent is willing to release, the agent of this process is migrated successfully and
the root location of the new site is willing to accept the agent.

B.5 MobileAgentApplication

The methods available to a developer when constructing a mobile agent application
are as follows:

protected void addLocalProcess(String host, LocalProcess process)
Associates a process with a site.

When this application is loaded by an administration client, the process will be
dispatched to execute at the top level of the designated site.

protected void addAgent(String host, Agent agent)

Associates an agent with a site.

When this application is loaded by an administration client, the agent will be dis-
patched to execute at the top level of the designated site.
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A endi C. Instrumentation

The instrumentation of the main method carried out by the preprocessor is detailed
below.

C.1 State Saving and estoration

Many of the instrumentations require checks to be made to see if the state of the
process should be saved. If this is found to be the case then the process should
capture all variables and wait for the agent to migrate. The code used to achieve
this is as follows.

Many of the instrumentations require checks to be made to see if the state of the
process should be restored. If this is found to be the case then the process should
restore all variables and wait for the agent to resume execution. The code used to
achieve this is as follows.

C.2 Method Call

Each method call to a non-blocking piece of Java computation is wrapped with a
check for restoration and migration. The block is also wrapped by an if statement
to ensure the method should be executed. It will be skipped if the process has been
killed, and thus has a null thread, or if the next mark is greater than this point
during restoration. The whole structure of the instrumentation is as follows.
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C.3 6m Method Call

A 67 method call is instrumented in a very similar way to the Java computation
method call. However, there is an extra loop inserted which ensures the process
doesn’t proceed until the 7 method call has been completed. The instrumentation
is designed in this way to ensure operations synchronise whilst still allowing other
processes to initiate migrations.

The check for migration within the poll saves the state with the mark set before
the é7 call. This ensures the call is repeated upon restoration of the state, blocking
the process once more.

The instrumentation of output, parent utput,child utput,enter, leave, accept
and release all have the same structure, which can be seen below.

C.4 Input Call

An input call is instrumented to ensure execution doesn’t resume until communi-
cation occurs and a message is available.
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C.5 Migrate Call

A call to the migrate method results in the most interesting instrumentation. Be-
fore the call is made, the state must be saved for the process. After the call is
made, a poll occurs to check if the migration is proceeding for this process. If this
is the case then the loop terminates and the process is killed because at this point
a copy should have been distributed to the new site. If any other process initiates
a migration during the poll then it behaves in the same manner as the other 7
method calls.

C.6 Scope Change

Any variable declaration which doesn’t also provide an initial value is translated
to ensure it can be stored in a map. To achieve this the variable is initialised to
null. Since this transformation is made to the original declaration the scope of the
variable doesn’t change.

A while loop is instrumented to allow an exit from the structure in the case that
the process has been killed, ie after a copy has been migrated. The condition is
also instrumented to ensure the structure can be reentered when the state of the
process is being restored. A similar instrumentation is made to a for loop. The
if-then-else blocks in the main body are also instrumented to check that the various
bodies should be executed or entered if the state is being restored.

All these transformations and instrumentations can be seen below.
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A endi D. Test Traces

D.1 unctional

D.1.1 Local Processes

TerminatingLocalProcess

CurrentTimeLocalProcess

D.1.2 Agents

TerminatingAgent
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IncrementAgent

D.1.3 Process Agent Creation

StartNe LocalProcess

StartNe Agent
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D.1.4 Communication

CommunicationAgent

InterScopeCommunicationAgent
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TransmitChannelAgent

RouteMessageAgent Application

D.1.5 Accept nter

Enter Agent Application



DelayedEnter Agent Application

EnterRemoteAgentApplication

D.1.6 Release Leave

ReleaseChildAgent

DelayedReleaseChild Agent
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D.1.7 Migration

JumpAgentApplication

Con ictingJumpAgentApplication
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D.2 Applet Server

Client

Server

Applet
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